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C++ is one of the most widely used languages for 
real-world software. In the hands of a knowledgeable 
programmer, C++ can produce small, efficient, and 
readable code that any programmer would be proud of.

Written for intermediate to advanced programmers, 
C++ Crash Course cuts through the weeds to get 
straight to the core of C++17, the most modern 
revision of the ISO standard. Part I covers the core 
C++ language, from types and functions to the object 
life cycle and expressions. Part II introduces the C++ 
Standard Library and Boost Libraries, where you’ll 
learn about special utility classes, data structures, 
and algorithms, as well as how to manipulate file 
systems and build high-performance programs that 
communicate over networks.

You’ll learn all the major features of modern C++, 
including:

• Fundamental types, reference types, and user-
defined types

• Compile-time polymorphism with templates and 
runtime polymorphism with virtual classes

• The object lifecycle including storage duration, call 
stacks, memory management, exceptions, and the 
RAII (resource acquisition is initialization) paradigm 

• Advanced expressions, statements, and functions

• Smart pointers, data structures, dates and times, 
numerics, and probability/statistics facilities

• Containers, iterators, strings, and algorithms

• Streams and files, concurrency, networking, and 
application development

With well over 500 code samples and nearly 
100 exercises, C++ Crash Course is sure to help 
you build a strong C++ foundation.
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built the C++ course used by the US Cyber Command 
to teach its junior developers. He has published over 
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acquired security company. A Rhodes Scholar, Lospinoso 
holds a PhD in Statistics from the University of Oxford.
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#include <algorithm>
#include <iostream>
#include <string>

int main() {
  auto i{ 0x01B99644 };
  std::string x{ " DFaeeillnor" };
  while (i--) std::next_permutation(x.begin(), x.end());
  std::cout << x;
}









































F O R E W O R D

“C++ is a complicated language.” This is a reputation C++ has earned across 
a number of decades of use, and not always for the right reasons. Often, this 
is used as a reason to disallow people from learning C++, or as a reason why 
a different programming language would be better. These arguments are 
hard to substantiate because the basic premise they rely on is wrong: C++ is 
not a complicated language. The biggest problem C++ has is its reputation, 
and the second biggest problem is the lack of high-quality educational 
materials for learning it.

The language itself has evolved over the past four decades from C. It 
started off as being a fork of C (with minor additions) and a pre-compiler 
called Cfront, which compiles early C++ code to C that is then to be pro-
cessed with the C compiler. Hence the name Cfront—in front of C. After 
a few years of progress and development, this proved to limit the language 
too much and work was undertaken to create an actual compiler. This com-
piler, written by Bjarne Stroustrup (the original inventor of the language), 
could compile a C++ program stand-alone. Other companies were also 
interested in continuing from basic C support and made their own C++ 
compilers, mostly compatible with either Cfront or the newer compiler.
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I N T R O D U C T I O N

The demand for system programming  
is enormous. With the ubiquity of web 

browsers, mobile devices, and the Internet 
of Things, there has perhaps never been a bet-

ter time to be a system programmer. Efficient, main-
tainable, and correct code is desired in all cases, and 
it’s my firm belief that C++ is the right language for 
the job in general.

In the hands of a knowledgeable programmer, C++ can produce 
smaller, more efficient, and more readable code than any other system  
programming language on the planet. It’s a language committed to the 
ideal of zero-overhead abstraction mechanisms—so your programs are fast 
and quick to program—as well as simple, direct mapping to hardware— 
so you have low-level control when you need it. When you program in C++, 
you stand on the shoulders of giants who have spent decades crafting an 
incredibly powerful and flexible language.

Grab the ol’ brush and paint along with us. 
—Bob Ross
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A huge benefit of learning C++ is that you gain access to the C++ 
Standard Library, the stdlib, free of charge. The stdlib is composed of three 
interlocking parts: containers, iterators, and algorithms. If you’ve ever written 
your own quicksort algorithm by hand or if you’ve programmed system code 
and been bitten by buffer overflows, dangling pointers, use-after frees, and 
double frees, you’ll enjoy getting acquainted with the stdlib. It provides you 
with an unrivaled combination of type safety, correctness, and efficiency. In 
addition, you’ll like how compact and expressive your code can be.

At the core of the C++ programming model is the object life cycle, which 
gives you strong guarantees that resources your program uses, such as files, 
memory, and network sockets, release correctly, even when error conditions 
occur. When used effectively, exceptions can clean out large amounts of error-
condition-checking clutter from your code. Also, move/copy semantics pro-
vide safety, efficiency, and flexibility to manage resource ownership in a way 
that earlier system programming languages, like C, simply don’t provide.

C++ is a living, breathing language; after more than 30 years, the 
International Organization for Standardization (ISO) committee for C++ 
regularly makes improvements in the language. Several updates to the stan-
dard have been released in the past decade: C++11, C++14, and C++17, which 
were released in 2011, 2014, and 2017, respectively. You can expect a new 
C++20 in 2020.

When I use the term modern C++, I mean the latest C++ version that 
embraces the features and paradigms presented in these additions. These 
updates have made serious refinements to the language that improve its 
expressiveness, efficiency, safety, and overall usability. By some measures, 
the language has never been more popular, and it’s not going away any 
time soon. If you decide to invest in learning C++, it will pay dividends  
for years to come.

About This Book
Although a number of very high-quality books are available to modern 
C++ programmers, such as Scott Meyer’s Effective Modern C++ and Bjarne 
Stroustrup’s The C++ Programming Language, 4th Edition, they’re generally 
quite advanced. Some introductory C++ texts are available, but they often 
skip over crucial details because they’re geared to those totally new to pro-
gramming. For the experienced programmer, it’s not clear where to dive into 
the C++ language.

I prefer to learn about complicated topics deliberately, building concepts 
from their fundamental elements. C++ has a daunting reputation because 
its fundamental elements nest so tightly together, making it difficult to con-
struct a complete picture of the language. When I learned C++, I struggled 
to get my mind around the language, bouncing among books, videos, and 
exhausted colleagues. So I wrote the book I wish I’d had five years ago.
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Who Should Read This Book?
This book is intended for intermediate to advanced programmers already 
familiar with basic programming concepts. If you don’t specifically have 
system programming experience, that’s okay. Experienced application pro-
grammers are welcome.

N O T E 	 If you’re a seasoned C programmer or an aspiring system programmer wonder-
ing whether you should invest in learning C++, be sure to read An Overture to 
C Programmers on page xxxvii for a detailed examination.

What’s in This Book?
The book is divided into two parts. Part I covers the core C++ language. 
Rather than presenting the C++ language chronologically (from old-style 
C++ 98 to modern C++11/14/17), you’ll learn idiomatic, modern C++ 
directly. Part II introduces you to the world of the C++ Standard Library 
(stdlib) where you’ll learn the most important and essential concepts.

Part I: The C++ Core Language

Chapter 1: Up and Running  This introductory chapter will help you 
set up a C++ development environment. You’ll compile and run your 
first program, and you’ll learn how to debug it.

Chapter 2: Types  Here you’ll explore the C++ type system. You’ll learn 
about the fundamental types, the foundation upon which all other types 
are built. Next, you’ll learn about plain-old-data types and fully featured 
classes. You’ll delve into the role of constructors, initialization, and 
destructors.

Chapter 3: Reference Types  This chapter introduces you to objects 
that store the memory addresses of other objects. These types are the 
cornerstone of many important programming patterns, and they allow 
you to produce flexible, efficient code.

Chapter 4: The Object Life Cycle  The discussion of class invariants 
and the constructor is continued within the context of storage dura-
tions. The destructor is introduced alongside the resource acquisition is 
initialization (RAII) paradigm. You’ll learn about exceptions and how 
they enforce class invariants and complement RAII. After a discussion 
of move and copy semantics, you’ll explore how to operationalize them 
with constructors and assignment operators.

Chapter 5: Runtime Polymorphism  Here you’ll be introduced to 
interfaces, a programming concept that allows you to write code that’s 
polymorphic at runtime. You’ll learn the basics of inheritance and 
object composition, which underpin how you can operationalize inter-
faces in C++.
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Chapter 6: Compile-Time Polymorphism  This chapter introduces 
templates, a language feature that allows you to write polymorphic code. 
You’ll also explore concepts, a language feature that will be added to a 
future C++ release, and named conversion functions, which allow you to 
convert objects from one type to another.

Chapter 7: Expressions  Now you’ll dive deeply into operands and 
operators. With a firm grasp of types, the object life cycle, and templates, 
you’ll be ready to plunge into the core components of the C++ language, 
and expressions are the first waypoint. 

Chapter 8: Statements  This chapter explores the elements that com-
prise functions. You’ll learn about expression statements, compound 
statements, declaration statements, iteration statements, and jump 
statements.

Chapter 9: Functions  The final chapter of Part I expands on the dis-
cussion of how to arrange statements into units of work. You’ll learn the 
details of function definitions, return types, overload resolution, variadic 
functions, variadic templates, and function pointers. You’ll also learn 
how to create invokable user-defined types using the function call oper-
ator and lambda expressions. You’ll explore std::function, a class that 
provides a uniform container for storing invokable objects.

Part II: C++ Libraries and Frameworks
Chapter 10: Testing  This chapter introduces you to the wonderful 
world of unit testing and mocking frameworks. You’ll practice test-driven 
development to develop software for an autonomous driving system while 
learning about frameworks, such as Boost Test, Google Test, Google 
Mock, and others.

Chapter 11: Smart Pointers  The special utility classes that the stdlib 
provides for handling ownership of dynamic objects are explained.

Chapter 12: Utilities  Here you’ll get an overview of the types, classes, 
and functions at your disposal in the stdlib and Boost libraries for 
tackling common programming problems. You’ll learn about data 
structures, numeric functions, and random number generators.

Chapter 13: Containers  This chapter surveys the many special data 
structures in the Boost libraries and stdlib that help you organize 
data. You’ll learn about sequence containers, associative containers, 
and unordered associative containers.

Chapter 14: Iterators  This is the interface between the containers 
you learned about in the previous chapter and the strings of the next 
chapter. You’ll learn about the different kinds of iterators and how their 
design provides you with incredible flexibility.

Chapter 15: Strings  This chapter teaches you how to handle human 
language data in a single family of containers. You’ll also learn about 
the special facilities built into strings that allow you to perform com-
mon tasks.







A N  O V E R T U R E  T O 
C   P R O G R A M M E R S

This preface is meant for experienced C 
programmers who are considering whether 

or not to read this book. Non–C program-
mers are welcome to skip this prelude. 

Bjarne Stroustrup developed C++ from the C programming language. 
Although C++ isn’t completely compatible with C, well-written C programs 
are often also valid C++ programs. Case in point, every example in The C 
Programming Language by Brian Kernighan and Dennis Ritchie is a legal 
C++ program. 

One primary reason for C’s ubiquity in the system-programming com-
munity is that C allows programmers to write at a higher level of abstraction 
than assembly programming does. This tends to produce clearer, less error-
prone, and more maintainable code.

Generally, system programmers aren’t willing to pay overhead for pro-
gramming convenience, so C adheres to the zero-overhead principle: what 
you don’t use, you don’t pay for. The strong type system is a prime example of 
a zero-overhead abstraction. It’s used only at compile time to check for pro-
gram correctness. After compile time, the types will have disappeared, and 
the emitted assembly code will show no trace of the type system.

Arthur Dent: What’s the matter with him?
Hig Hurtenflurst: His feet are the wrong size for his shoes.

—Douglas Adams, The Hitchhiker’s Guide  
to the Galaxy, “Fit the Eleventh”
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N O T E 	 If you’re not familiar with x86 assembly, refer to The Art of Assembly Language, 
2nd Edition, by Randall Hyde and Professional Assembly Language by 
Richard Blum.

Upgrading to Super C
Modern C++ compilers will accommodate most of your C programming 
habits. This makes it easy to embrace a few of the tactical niceties that the 
C++ language affords you while deliberately avoiding the language’s deeper 
themes. This style of C++—let’s call it Super C—is important to discuss for 
several reasons. First, seasoned C programmers can immediately benefit 
from applying simple, tactical-level C++ concepts to their programs. Second, 
Super C is not idiomatic C++. Simply sprinkling references and instances of 
auto around a C program might make your code more robust and readable, 
but you’ll need to learn other concepts to take full advantage of it. Third, in 
some austere environments (for example, embedded software, some operat-
ing system kernels, and heterogeneous computing), the available tool chains 
have incomplete C++ support. In such situations, it’s possible to benefit from 
at least some C++ idioms, and Super C is likely to be supported. This section 
covers some Super C concepts you can apply to your code immediately.

N O T E 	 Some C-supported constructs won’t work in C++. See the links section of this book’s 
companion site, https://ccc.codes.

Function Overloading
Consider the following conversion functions from the standard C library:

char* itoa(int value, char* str, int base);
char* ltoa(long value, char* buffer, int base);
char* ultoa(unsigned long value, char* buffer, int base);

These functions achieve the same goal: they convert an integral type to 
a C-style string. In C, each function must have a unique name. But in C++ 
functions can share names as long as their arguments differ; this is called 
function overloading. You can use function overloading to create your own 
conversion functions, as Listing 3 illustrates.

char* toa(int value, char* buffer, int base) {
  --snip--
}

char* toa(long value, char* buffer, int base) 
  --snip--
}

char* toa(unsigned long value, char* buffer, int base) {
  --snip--
}
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Use of a namespace is idiomatic C++ and is a zero-overhead abstraction. 
Just like the rest of a type’s identifiers, the namespace is erased by the com-
piler when emitting assembly code. In large projects, it’s incredibly helpful 
for separating code in different libraries.

Intermingling C and C++ Object Files
C and C++ code can coexist peacefully if you’re careful. Sometimes, it’s nec-
essary for a C compiler to link object files emitted by a C++ compiler (and 
vice versa). Although this is possible, it requires a bit of work. 

Two issues are related to linking the files. First, the calling conventions 
in the C and C++ code could potentially be mismatched. For example, the 
protocols for how the stack and registers are set when you call a function 
could be different. These calling conventions are language-level mismatches 
and aren’t generally related to how you’ve written your functions. Second, 
C++ compilers emit different symbols than C compilers do. Sometimes the 
linker must identify an object by name. C++ compilers assist by decorating 
the object, associating a string called a decorated name with the object. Because 
of function overloads, calling conventions, and namespace usage, the compiler 
must encode additional information about a function beyond just its name 
through decoration. This is done to ensure that the linker can uniquely iden-
tify the function. Unfortunately, there is no standard for how this decoration 
occurs in C++ (which is why you should use the same tool chain and settings 
when linking between translation units). C linkers know nothing about C++ 
name decoration, which can cause problems if decoration isn’t suppressed 
whenever you link against C code within C++ (and vice versa).

The fix is simple. You wrap the code you want to compile with C-style 
linkages using the statement extern "C", as in Listing 13.

// header.h
#ifdef __cplusplus
extern "C" {
#endif
void extract_arkenstone();

struct MistyMountains {
  int goblin_count;
};
#ifdef __cplusplus
}
#endif

Listing 13: Employing C-style linkage

This header can be shared between C and C++ code. It works because 
__cplusplus is a special identifier that the C++ compiler defines (but the C 
compiler doesn’t). Accordingly, the C compiler sees the code in Listing 14 
after preprocessing completes. Listing 14 illustrates the code that remains.
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free function. That’s where lambdas come in. A lambda is a new, custom 
function defined inline with the other parameters of an invocation. Consider the 
following one-liner, which computes the count of even numbers in x:

auto n_evens = std::count_if(x.begin(), x.end(),
                             [] (auto number) { return number % 2 == 0; });

This snippet uses the stdlib’s count_if algorithm to count the even num-
bers in x. The first two arguments to std::count_if match std::sort; they’re 
the iterators that define the range over which the algorithm will operate. 
The third argument is the lambda. The notation probably looks a bit for-
eign, but the basics are quite simple:

[capture] (arguments) { body }

Capture contains any objects you need from the scope where the lambda 
is defined to perform computation in the body. Arguments define the names 
and types of arguments the lambda expects to be invoked with. The body 
contains any computation that you want completed upon invocation. It 
might or might not return a value. The compiler will deduce the function 
prototype based on the types you’ve implied.

In the std::count_if invocation above, the lambda didn’t need to 
capture any variables. All the information it needs is taken as a single 
argument number. Because the compiler knows the type of the elements 
contained in x, you declare the type of number with auto so the compiler 
can deduce it for you. The lambda is invoked with each element of x 
passed in as the number parameter. In the body, the lambda returns true 
only when number is divisible by 2, so only the even numbers are included 
in the count.

Lambdas don’t exist in C, and it’s not really possible to reconstruct 
them. You’d need to declare a separate function each time you need a func-
tion object, and it’s not possible to capture objects into a function in the 
same way.

Generic Programming with Templates
Generic programming is writing code once that works with different types 
rather than having to repeat the same code multiple times by copying and 
pasting each type you want to support. In C++, you use templates to produce 
generic code. Templates are a special kind of parameter that tells the com-
piler to represent a wide range of possible types.

You’ve already used templates: all of the stdlib’s containers use templates. 
For the most part, the type of the objects in these containers doesn’t matter. 
For example, the logic for determining the number of elements in a con-
tainer or returning its first element doesn’t depend on the element’s type.

Suppose you want to write a function that adds three numbers of the 
same type. You want to accept any addable type. In C++, this is a straight
forward generic programming problem that you can solve directly with 
templates, as Listing 20 illustrates.
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Relax and Enjoy Your Shoes
C++ is the premier system programming language. Much of your C knowl-
edge will map directly into C++, but you’ll also learn many new concepts. 
You can start gradually incorporating C++ into your C programs using 
Super C. As you become competent in some of the deeper themes of C++, 
you’ll find that writing modern C++ brings with it many substantial advan-
tages over C. You’ll be able to express ideas concisely in code, capitalize on 
the impressive stdlib to work at a higher level of abstraction, employ tem-
plates to improve runtime performance and code reuse, and lean on the 
C++ object life cycle to manage resources.

I expect that the investment you’ll make learning C++ will yield vast 
dividends. After reading this book, I think you’ll agree.



PART I
T H E  C + +  C O R E  L A N G U A G E

First we crawl. Later we crawl on broken glass. 

—Scott Meyers, Effective STL

Part I teaches you the crucial concepts in the C++ 
Core Language. Chapter 1 sets up a working envi-
ronment and bootstraps some language constructs, 
including the basics of objects, the primary abstrac-
tion you use to program C++.

The next five chapters examine objects and types—the heart and soul 
of C++. Unlike some other programming books, you won’t be building web 
servers or launching rocket ships from the get-go. All the programs in Part I 
simply print to the command line. The focus is on building your mental 
model of the language instead of instant gratification.

Chapter 2 takes an extensive look at types, the language construct that 
defines your objects.

Chapter 3 extends the discussion of Chapter 2 to discuss reference 
types, which describe objects that refer to other objects.

Chapter 4 describes the object life cycle, one of the most powerful 
aspects of C++.

Chapters 5 and 6 explore compile-time polymorphism with templates 
and runtime polymorphism with interfaces, which allow you to write loosely 
coupled and highly reusable code.





1
U P  A N D  R U N N I N G

In this chapter, you’ll begin by setting up 
a C++ development environment, which is the 

collection of tools that enables you to develop 
C++ software. You’ll use the development envi-

ronment to compile your first C++ console application, 
a program that you can run from the command line. 
Then you’ll learn the main components of the development environment 
along with the role they play in generating the application you’ll write. The 
chapters that follow will cover enough C++ essentials to construct useful 
example programs. 

C++ has a reputation for being hard to learn. It’s true that C++ is a big, 
complex, and ambitious language and that even veteran C++ programmers 
regularly learn new patterns, features, and usages. 

A major source of nuance is that C++ features mesh together so tightly. 
Unfortunately, this often causes some distress to newcomers. Because C++ 
concepts are so tightly coupled, it’s just not clear where to jump in. Part I of 

. . . with such violence I fell to the ground that I found myself stunned, 
and in a hole nine fathoms under the grass. . . . Looking down, I 

observed that I had on a pair of boots with exceptionally sturdy straps. 
Grasping them firmly, I pulled (repeatedly) with all my might. 

—Rudolph Raspe, The Singular Adventures of  
Baron Munchausen
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Figure 1-3: The New Project dialog in Xcode

Linux and GCC
On Linux, you can choose between two main C++ compilers: GCC and 
Clang. At press time, the latest stable release is 9.1 and the latest major Clang 
release is 8.0.0. In this section, you’ll install both. Some users find the error 
messages from one to be more helpful than the other.

N O T E 	 GCC is an initialism for GNU Compiler Collection. GNU, pronounced “guh-
NEW,” is a recursive acronym for “GNU’s Not Unix!” GNU is a Unix-like operating 
system and a collection of computer software.

Try to install GCC and Clang from your operating system’s package 
manager, but beware. Your default repositories might have old versions that 
may or may not have C++ 17 support. If your version doesn’t have C++ 17 
support, you won’t be able to compile some examples in the book, so you’ll 
need to install updated versions of GCC or Clang. For brevity, this chapter 
covers how to do this on Debian and from source. You can either investigate 
how to perform corollary actions on your chosen Linux flavor or set up a 
development environment with one of the operating systems listed in this 
chapter.

Installing GCC and Clang on Debian

Depending on what software the Personal Package Archives contain 
when you’re reading this chapter, you might be able to install GCC 8.1 
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N O T E 	 You might want to alias the cumbersome x86_64-pc-linux-gnu-gcc-8.1.0 to some-
thing like g++8, for example, using a command like this:

$ sudo ln -s /usr/local/bin/x86_64-pc-linux-gnu-gcc-8.1.0 /usr/local/bin/g++8

13.	 Navigate to the directory where you’ve saved main.cpp and compile your 
program with GCC:

$ x86_64-pc-linux-gnu-gcc-8.1.0 main.cpp -o hello

14.	 The -o flag is optional; it tells the compiler what to name the resulting 
program. Because you specified the program name as hello, you should 
be able to run your program by entering ./hello. If any compiler errors 
appear, ensure that you input the program’s text correctly. (The com-
piler errors should help you determine what went wrong.)

Text Editors
If you’d rather not work with one of the aforementioned IDEs, you 
can write C++ code using a simple text editor like Notepad (Windows), 
TextEdit (Mac), or Vim (Linux); however, a number of excellent editors 
are designed specifically for C++ development. Choose the environment 
that makes you most productive.

If you’re running Windows or macOS, you already have a high-quality, 
fully featured IDE at your disposal, namely Visual Studio or Xcode. Linux 
options include Qt Creator (https://www.qt.io/ide/), Eclipse CDT (https://
eclipse.org/cdt/), and JetBrains’s CLion (https://www.jetbrains.com/clion/). If 
you’re a Vim or Emacs user, you’ll find plenty of C++ plug-ins.

N O T E 	 If cross-platform C++ is important to you, I highly recommend taking a look at 
Jetbrains’s CLion. Although CLion is a paid product, unlike many of its competitors, 
at press time Jetbrains does offer reduced-price and free licenses for students and open 
source project maintainers.

Bootstrapping C++ 
This section gives you just enough context to support the example code in 
the chapters to come. You’ll have questions about the details, and the com-
ing chapters will answer them. Until then, don’t panic!

The C++ Type System
C++ is an object-oriented language. Objects are abstractions with state and 
behavior. Think of a real-world object, such as a light switch. You can describe 
its state as the condition that the switch is in. Is it on or off? What is the maxi-
mum voltage it can handle? What room in the house is it in? You could also 
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Calling Functions

To call (or invoke) a function, you use the name of the desired function, 
parentheses, and a comma-separated list of the required parameters. The 
compiler reads files from top to bottom, so the function’s declaration must 
appear before its point of first use.

Consider the program in Listing 1-7, which uses the step_function.

int step_function(int x) {
  --snip--
}

int main() {
  int value1 = step_function(100); // value1 is  1
  int value2 = step_function(0);   // value2 is  0
  int value3 = step_function(-10); // value3 is -1
}

Listing 1-7: A program using the step_function. (This program produces no output.)

Listing 1-7 calls step_function three times with different arguments and 
assigns the results to the variables value1, value2, and value3.

Wouldn’t it be nice if you could print these values? Fortunately, you can 
use the printf function to build output from different variables. The trick is 
to use printf format specifiers.

printf Format Specifiers
In addition to printing constant strings (like Hello, world! in Listing 1-1), 
printf can combine multiple values into a nicely formatted string; it is a spe-
cial kind of function that can take one or more arguments. 

The first argument to printf is always a format string. The format string 
provides a template for the string to be printed, and it contains any num-
ber of special format specifiers. Format specifiers tell printf how to interpret 
and format the arguments following the format string. All format specifiers 
begin with %.

For example, the format specifier for an int is %d. Whenever printf sees 
a %d in the format string, it knows to expect an int argument following the 
format specifier. Then printf replaces the format specifier with the argu-
ment’s actual value.

N O T E 	 The printf function is a derivative of the writef function offered in BCPL, a defunct 
programming language designed by Martin Richards in 1967. Providing the specifiers 
%H, %I, and %O to writef resulted in hexadecimal and octal output via the functions 
WRITEHEX, WRITED, and WRITEOCT. It’s unclear where the %d specifier comes from (perhaps 
the D in WRITED?), but we’re stuck with it.
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Comments
Comments are human-readable annotations that you can place into your 
source code. You can add comments to your code using the notation // or 
/**/. These symbols, // or /**/, tell the compiler to ignore everything from 
the first forward slash to the next newline, which means you can put com-
ments in-line with your code as well as on their own lines:

// This comment is on its own line
int the_answer = 42; // This is an in-line comment

You can use the /**/ notation to include multiline comments in 
your code:

/*
 *  This is a comment
 *  That lives on multiple lines
 *  Don't forget to close
 */

The comment starts with /* and ends with */. (The asterisks on the 
lines between the starting and ending forward slash are optional but are 
commonly used.)

When to use comments is a matter of eternal debate. Some pro-
gramming luminaries suggest that code should be so expressive and self-
explanatory as to render comments largely unnecessary. They might say 
that descriptive variable names, short functions, and good tests are usually 
all the documentation you need. Other programmers like to place com-
ments all over the place.

You can cultivate your own philosophy. The compiler will totally ignore 
whatever you do because it never interprets comments.

Debugging
One of the most important skills for a software engineer is efficient, effec-
tive debugging. Most development environments have debugging tools. On 
Windows, macOS, and Linux, the debugging tools are excellent. Learning 
to use them well is an investment that pays off very quickly. This section pro-
vides a quick tour of how to use a debugger to step through the program in 
Listing 1-8. You can skip to whichever environment is most relevant to you.

Visual Studio
Visual Studio has an excellent, built-in debugger. I suggest that you debug 
programs in its Debug configuration. This causes the tool chain to build a 
target that enhances the debugging experience. The only reason to debug 
in Release mode is to diagnose some rare conditions that occur in Release 
mode but not in Debug mode.
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GDB supports many more features. For more information, check out 
the documentation at https://sourceware.org/gdb/current/onlinedocs/gdb/.

Summary
This chapter got you up and running with a working C++ development envi-
ronment, and you compiled your first C++ program. You learned about the 
components of a build tool chain and the roles they play in the compilation 
process. Then you explored a few essential C++ topics, such as types, declar-
ing variables, statements, conditionals, functions, and printf. The chapter 
wrapped up with a tutorial on setting up a debugger and stepping through 
your project.

N O T E 	 If you have problems setting up your environment, search on your error messages 
online. If that fails, post your question to Stack Overflow at https://stackoverflow 
.com/, the C++ subreddit at https://www.reddit.com/r/cpp_questions/, or the 
C++ Slack channel at https://cpplang.now.sh/.

E X E RCISE S

Try these exercises to practice what you’ve learned in this chapter. (The book's 
companion code is available at https://ccc.codes.)

1-1. Create a function called absolute_value that returns the absolute value of 
its single argument. The absolute value of an integer x is the following: x (itself) 
if x is greater than or equal to 0; otherwise, it is x times −1. You can use the 
program in Listing 1-9 as a template:

#include <cstdio>

int absolute_value(int x) {
  // Your code here
}

int main() {
  int my_num = -10;
  printf("The absolute value of %d is %d.\n", my_num, 
         absolute_value(my_num));
}

Listing 1-9: A template for a program that uses an absolute_value function

1-2. Try running your program with different values. Did you see the values you 
expect?

1-3. Run your program with a debugger, stepping through each instruction.
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1-4. Write another function called sum that takes two int arguments and returns 
their sum. How can you modify the template in Listing 1-9 to test your new 
function?

1-5. C++ has a vibrant online community, and the internet is awash with excel-
lent C++ related material. Investigate the CppCast podcast at http://cppcast 
.com/. Search for CppCon and C++Now videos available on YouTube. Add 
https://cppreference.com/ and http://www.cplusplus.com/ to your browser’s 
bookmarks.

1-6. Finally, download a copy of the International Organization for Standard
ization (ISO) C++ 17 Standard from https://isocpp.org/std/the-standard/. 
Unfortunately, the official ISO standard is copyrighted and must be purchased. 
Fortunately, you can download a “draft,” free of charge, that differs only cos-
metically from the official version.

Note	 Because the ISO standard’s page numbers differ from version to ver-
sion, this book will refer to specific sections using the same naming 
schema as the standard itself. This schema cites sections by enclosing 
the section name with square brackets. Subsections are appended with 
period separation. For example, to cite the section on the C++ Object 
Model, which is contained in the Introduction section, you would write 
[intro.object]. 
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2
T Y P E S

As discussed in Chapter 1, a type declares 
how an object will be interpreted and used by 

the compiler. Every object in a C++ program 
has a type. This chapter begins with a thorough 

discussion of fundamental types and then introduces 
user-defined types. Along the way, you’ll learn about 
several control flow structures.

Fundamental Types
Fundamental types are the most basic types of object and include integer, 
floating-point, character, Boolean, byte, size_t, and void. Some refer to fun-
damental types as primitive or built-in types because they’re part of the core 
language and almost always available to you. These types will work on any 
platform, but their features, such as size and memory layout, depend on 
implementation.

Hardin once said, “To succeed, planning alone is 
insufficient. One must improvise as well.” I’ll improvise. 

—Isaac Asimov, Foundation
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Fundamental types strike a balance. On one hand, they try to map a 
direct relationship from C++ construct to computer hardware; on the other 
hand, they simplify writing cross-platform code by allowing a programmer 
to write code once that works on many platforms. The sections that follow 
provide additional detail about these fundamental types.

Integer Types
Integer types store whole numbers: those that you can write without a frac-
tional component. The four sizes of integer types are short int, int, long int, 
and long long int. Each can be either signed or unsigned. A signed variable can 
be positive, negative, or zero, and an unsigned variable must be non-negative.

Integer types are signed and int by default, which means you can use the 
following shorthand notations in your programs: short, long, and long long 
rather than short int, long int, and long long int. Table 2-1 lists all available 
C++ integer types, whether each is signed or unsigned, the size of each (in 
bytes) across platforms, as well as the format specifier for each.

Table 2-1: Integer Types, Sizes, and Format Specifiers

Type Signed

Size in bytes
printf 
format 
specifier

32-bit OS 64-bit OS

Windows Linux/Mac Windows Linux/Mac

short Yes 2 2 2 2 %hd

unsigned short No 2 2 2 2 %hu

int Yes 4 4 4 4 %d

unsigned int No 4 4 4 4 %u

long Yes 4 4 4 8 %ld

unsigned long No 4 4 4 8 %lu

long long Yes 8 8 8 8 %lld

unsigned long long No 8 8 8 8 %llu

Notice that the integer type sizes vary across platforms: 64-bit Windows 
and Linux/Mac have different sizes for a long integer (4 and 8, respectively).

Usually, a compiler will warn you of a mismatch between format speci-
fier and integer type. But you must ensure that the format specifiers are cor-
rect when you’re using them in printf statements. Format specifiers appear 
here so you can print integers to console in examples to follow.

N O T E 	 If you want to enforce guaranteed integer sizes, you can use integer types in the 
<cstdint> library. For example, if you need a signed integer with exactly 8, 16, 32, 
or 64 bits, you could use int8_t, int16_t, int32_t, or int64_t. You’ll find options 
for the fastest, smallest, maximum, signed, and unsigned integer types to meet your 
requirements. But because this header is not always available in every platform, 
you should only use cstdint types when there is no other alternative.
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The smallest allowed type that still fits the integer literal is the resulting 
type. This means that among all types allowed for a particular integer, the 
smallest type will apply. For example, the integer literal 112114 could be an 
int, a long, or a long long. Since an int can store 112114, the resulting integer 
literal is an int. If you really want, say, a long, you can instead specify 112114L 
(or 112114l).

Floating-Point Types
Floating-point types store approximations of real numbers (which in our case 
can be defined as any number that has a decimal point and a fractional part, 
such as 0.33333 or 98.6). Although it’s not possible to represent an arbi-
trary real number exactly in computer memory, it’s possible to store an 
approximation. If this seems hard to believe, just think of a number like π, 
which has infinitely many digits. With finite computer memory, how could 
you possibly represent infinitely many digits? 

As with all types, floating-point types take up a finite amount of mem-
ory, which is called the type’s precision. The more precision a floating-point 
type has, the more accurate it will be at approximating a real number. C++ 
offers three levels of precision for approximations:

float  single precision

double  double precision

long double  extended precision

As with integer types, each floating-point representation depends on 
implementation. This section won’t go into detail about floating-point types, 
but note that there is substantial nuance involved in these implementations.

On major desktop operating systems, the float level usually has 4 bytes 
of precision. The double and long double levels usually have 8 bytes of preci-
sion (double precision).

Most users not involved in scientific computing applications can safely 
ignore the details of floating-point representation. In such cases, a good 
general rule is to use a double. 

N O T E 	 For those who cannot safely ignore the details, look at the floating-point specification 
relevant to your hardware platform. The predominant implementation of floating-
point storage and arithmetic is outlined in The IEEE Standard for Floating-
Point Arithmetic, IEEE 754.

Floating-Point Literals

Floating-point literals are double precision by default. If you need single pre-
cision, use an f or F suffix; for extended precision, use l or L, as shown here:

float a = 0.1F;
double b = 0.2;
long double c = 0.3L;





























































Types   65

Defining a destructor is optional. If you do decide to implement a 
destructor, it must not take any arguments. Examples of actions you might 
want to take in a destructor include releasing file handles, flushing network 
sockets, and freeing dynamic objects.

If you don’t define a destructor, a default destructor is automatically 
generated. The default destructor’s behavior is to perform no action.

You’ll learn a whole lot more about destructors in “Tracing the Object 
Life Cycle” on page 96.

Summary
This chapter presented the foundation of C++, which is its type system. You 
first learned about fundamental types, the building blocks of all other 
types. Then you continued with user-defined types, including the enum 
class, POD classes, and fully featured C++ classes. You capped off your 
tour of classes with a discussion of constructors, initialization syntax, and 
destructors.

E X E RCISE S

2-1. Create an enum class Operation that has values Add, Subtract, Multiply, 
and Divide.

2-2. Create a struct Calculator. It should have a single constructor that takes 
an Operation.

2-3. Create a method on Calculator called int calculate(int a, int b). 
Upon invocation, this method should perform addition, subtraction, multiplica-
tion, or division based on its constructor argument and return the result.

2-4. Experiment with different means of initializing Calculator instances.
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R E F E R E N C E  T Y P E S

Reference types store the memory addresses 
of objects. These types enable efficient pro-

gramming, and many elegant design patterns 
feature them. In this chapter, I’ll discuss the two 

kinds of reference types: pointers and references. I’ll 
also discuss this, const, and auto along the way.

Pointers
Pointers are the fundamental mechanism used to refer to memory addresses. 
Pointers encode both pieces of information required to interact with another 
object—that is, the object’s address and the object’s type.

Everyone knows that debugging is twice as hard as writing a 
program in the first place. So if you’re as clever as you can be 

when you write it, how will you ever debug it? 
—Brian Kernighan
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The compiler knows answer is an int because 42 is an int.
You can use auto instead:

auto the_answer { 42 };            // int
auto foot { 12L };                 // long
auto rootbeer { 5.0F };            // float
auto cheeseburger { 10.0 };        // double
auto politifact_claims { false };  // bool
auto cheese { "string" };          // char[7]

This also works when you’re initializing with parentheses () and the 
lone =:

auto the_answer = 42;
auto foot(12L);
--snip--

Because you’ve committed to universal initialization with {} as much as 
possible, this section will say no more of these alternatives.

Alone, all of this simple initialization help doesn’t buy you much; how-
ever, when types become more complicated—for example, dealing with itera-
tors from stdlib containers—it really saves quite a bit of typing. It also makes 
your code more resilient to refactoring.

auto and Reference Types
It’s common to add modifiers like &, *, and const to auto. Such modifications 
add the intended meanings (reference, pointer, and const, respectively):

auto year { 2019 };              // int
auto& year_ref = year;           // int&
const auto& year_cref = year;    // const int&
auto* year_ptr = &year;          // int*
const auto* year_cptr = &year;   // const int*

Adding modifiers to the auto declaration behaves just as you’d expect: if 
you add a modifier, the resulting type is guaranteed to have that modifier.

auto and Code Refactorings
The auto keyword assists in making code simpler and more resilient to refac-
toring. Consider the example in Listing 3-19 with a range-based for loop.

struct Dwarf {
  --snip--
};

Dwarf dwarves[13];

struct Contract {
  void add(const Dwarf&);
};









4
T H E  O B J E C T  L I F E  C Y C L E

The object life cycle is the series of stages a 
C++ object goes through during its lifetime. 

This chapter begins with a discussion of an 
object’s storage duration, the time during which 

storage is allocated for an object. You’ll learn about 
how the object life cycle dovetails with exceptions 
to handle error conditions and cleanup in a robust, safe, and elegant way. 
The chapter closes with a discussion of move and copy semantics that pro-
vides you with granular control over an object’s life cycle.

An Object’s Storage Duration
An object is a region of storage that has a type and a value. When you 
declare a variable, you create an object. A variable is simply an object 
that has a name.

Things you used to own, now they own you. 
—Chuck Palahniuk, Fight Club
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Allocation, Deallocation, and Lifetime
Every object requires storage. You reserve storage for objects in a process 
called allocation. When you’re done with an object, you release the object’s 
storage in a process called deallocation.

An object’s storage duration begins when the object is allocated and 
ends when the object is deallocated. The lifetime of an object is a runtime 
property that is bound by the object’s storage duration. An object’s lifetime 
begins once its constructor completes, and it ends just before a destructor 
is invoked. In summary, each object passes through the following stages:

1.	 The object’s storage duration begins, and storage is allocated.

2.	 The object’s constructor is called.

3.	 The object’s lifetime begins.

4.	 You can use the object in your program.

5.	 The object’s lifetime ends.

6.	 The object’s destructor is called.

7.	 The object’s storage duration ends, and storage is deallocated.

Memory Management
If you’ve been programming in an application language, chances are you’ve 
used an automatic memory manager, or a garbage collector. At runtime, programs 
create objects. Periodically, the garbage collector determines which objects 
are no longer required by the program and safely deallocates them. This 
approach frees the programmer from worrying about managing an object’s 
life cycle, but it incurs several costs, including runtime performance, and 
requires some powerful programming techniques like deterministic 
resource management.

C++ takes a more efficient approach. The trade-off is that C++ pro-
grammers must have intimate knowledge of storage durations. It’s our job, 
not the garbage collector’s, to craft object lifetimes.

Automatic Storage Duration
An automatic object is allocated at the beginning of an enclosing code block, 
and it’s deallocated at the end. The enclosing block is the automatic object’s 
scope. Automatic objects are said to have automatic storage duration. Note that 
function parameters are automatic, even though notationally they appear 
outside the function body.

In Listing 4-1, the function power_up_rat_thing is the scope for the auto-
matic variables nuclear_isotopes and waste_heat.

void power_up_rat_thing(int nuclear_isotopes) {
  int waste_heat = 0;
  --snip--
}

Listing 4-1: A function with two automatic variables, nuclear_isotopes and waste_heat
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it’s bad juju. The C++ runtime will call the function std::terminate, a func-
tion that by default will exit the program via abort. Your program cannot 
recover:

void hari_kari() noexcept {
  throw std::runtime_error{ "Goodbye, cruel world." };
}

Marking a function noexcept enables some code optimizations that rely 
on the function’s not being able to throw an exception. Essentially, the com-
piler is liberated to use move semantics, which may be faster (more about 
this in “Move Semantics” on page 122).

N O T E 	 Check out Item 16 of  Effective Modern C++ by Scott Meyers for a thorough discus-
sion of noexcept. The gist is that some move constructors and move assignment opera-
tors might throw an exception, for example, if they need to allocate memory and the 
system is out. Unless a move constructor or move assignment operator specifies other-
wise, the compiler must assume that a move could cause an exception. This disables 
certain optimizations.

Call Stacks and Exceptions
The call stack is a runtime structure that stores information about active func-
tions. When a piece of code (the caller) invokes a function (the callee), the 
machine keeps track of who called whom by pushing information onto the 
call stack. This allows programs to have many function calls nested within 
each other. The callee could then, in turn, become the caller by invoking 
another function.

Stacks

A stack is a flexible data container that can hold a dynamic number of ele-
ments. There are two essential operations that all stacks support: pushing 
elements onto the top of the stack and popping those elements off. It is a 
last-in, first-out data structure, as illustrated in Figure 4-2.

element element

element

element

element
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Figure 4-2: Elements being pushed onto and  
popped off of a stack
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Copy Guidelines
When you implement copy behavior, think about the following criteria:

Correctness  You must ensure that class invariants are maintained. 
The SimpleString class demonstrated that the default copy constructor 
can violate invariants.

Independence  After copy assignment or copy construction, the original 
object and the copy shouldn’t change each other’s state during modifi-
cation. Had you simply copied buffer from one SimpleString to another, 
writing to one buffer could overwrite the data from the other.

Equivalence  The original and the copy should be the same. The seman-
tics of sameness depend on context. But generally, an operation applied 
to the original should yield the same result when applied to the copy.

Move Semantics
Copying can be quite time-consuming at runtime when a large amount of 
data is involved. Often, you just want to transfer ownership of resources from 
one object to another. You could make a copy and destroy the original, but 
this is often inefficient. Instead, you can move.

Move semantics is move’s corollary to copy semantics, and it requires that 
after an object y is moved into an object x, x is equivalent to the former value 
of y. After the move, y is in a special state called the moved-from state. You 
can perform only two operations on moved-from objects: (re)assign them 
or destruct them. Note that moving an object y into an object x isn’t just a 
renaming: these are separate objects with separate storage and potentially 
separate lifetimes.

Similar to how you specify copying behavior, you specify how objects 
move with move constructors and move assignment operators.

Copying Can Be Wasteful
Suppose you want to move a SimpleString into a SimpleStringOwner in the fol-
lowing way:

--snip--
void own_a_string() {
  SimpleString a{ 50 };
  a.append_line("We apologize for the");
  a.append_line("inconvenience.");
  SimpleStringOwner b{ a };
  --snip--
}

You could add a constructor for SimpleStringOwner and then copy-construct 
its SimpleString member, as demonstrated in Listing 4-32.
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The alternative is memorizing Figure 4-8, which summarizes the inter-
actions between each of the five functions you implement and each that the 
compiler generates on your behalf.

Nothing Destructor
Copy

Constructor
Copy

Assignment
Move

Constructor

Move Assignment
Foo& operator=(Foo&&)

Move Constructor
Foo(Foo&&)
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Foo& operator=(const Foo&)

Copy Constructor
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~Foo()
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Figure 4-8: A chart illustrating which methods the compiler generates when given various inputs

If you provide nothing, the compiler will generate all five destruct/
copy/move functions. This is the rule of zero.

If you explicitly define any of destructor/copy constructor/copy assign-
ment operator, you get all three. This is dangerous, as demonstrated earlier 
with SimpleString: it’s too easy to get into an unintended situation in which 
the compiler will essentially convert all your moves into copies.

Finally, if you provide only move semantics for your class, the compiler 
will not automatically generate anything except a destructor.

Summary
You’ve completed the exploration of the object life cycle. Your journey began 
in storage durations, where you saw an object lifetime from construction 
to destruction. Subsequent study of exception handling illustrated deft, 
lifetime-aware error handling and enriched your understanding of RAII. 
Finally, you saw how copy and move semantics grant you granular control 
over object lifetimes.



The Object Life Cycle   131

E X E RCISE S

4-1. Create a struct TimerClass. In its constructor, record the current time in a 
field called timestamp (compare with the POSIX function gettimeofday).

4-2. In the destructor of TimerClass, record the current time and subtract the 
time at construction. This time is roughly the age of the timer. Print this value.

4-3. Implement a copy constructor and a copy assignment operator for 
TimerClass. The copies should share timestamp values.

4-4. Implement a move constructor and a move assignment operator for 
TimerClass. A moved-from TimerClass shouldn’t print any output to the console 
when it gets destructed.

4-5. Elaborate the TimerClass constructor to accept an additional const char* 
name parameter. When TimerClass is destructed and prints to stdout, include 
the name of the timer in the output.

4-6. Experiment with your TimerClass. Create a timer and move it into a func-
tion that performs some computationally intensive operation (for example, lots 
of math in a loop). Verify that your timer behaves as you expect.

4-7. Identify each method in the SimpleString class (Listing 4-38). Try reimple-
menting it from scratch without referring to the book.
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R U N T I M E  P O LY M O R P H I S M

In this chapter, you’ll learn what poly­
morphism is and the problems it solves. 

You’ll then learn how to achieve runtime 
polymorphism, which allows you to change the 

behavior of your programs by swapping out compo­
nents during program execution. The chapter starts 
with a discussion of several crucial concepts in run­
time polymorphic code, including interfaces, object 
composition, and inheritance. Next, you’ll develop an ongoing example 
of logging bank transactions with multiple kinds of loggers. You’ll finish 
the chapter by refactoring this initial, naive solution with a more elegant, 
interface-based solution.

One day Trurl the constructor put together a  
machine that could create anything starting with n. 

—Stanislaw Lem, The Cyberiad
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E X E RCISE S

5-1. You didn’t implement an accounting system in your Bank. Design an inter-
face called AccountDatabase that can retrieve and set amounts in bank accounts 
(identified by a long id).

5-2. Generate an InMemoryAccountDatabase that implements AccountDatabase.

5-3. Add an AccountDatabase reference member to Bank. Use constructor injec-
tion to add an InMemoryAccountDatabase to the Bank.

5-4. Modify ConsoleLogger to accept a const char* at construction. When 
ConsoleLogger logs, prepend this string to the logging output. Notice that you 
can modify logging behavior without having to modify Bank.

F UR T HE R R E A DING

•	 API Design for C++ by Martin Reddy (Elsevier, 2011)



6
C O M P I L E - T I M E  P O LY M O R P H I S M

In this chapter, you’ll learn how to achieve 
compile-time polymorphism with templates. 

You’ll learn how to declare and use templates, 
enforce type safety, and survey some of the tem-

plates’ more advanced usages. This chapter concludes 
with a comparison of runtime and compile-time poly-
morphism in C++.

Templates
C++ achieves compile-time polymorphism through templates. A template is 
a class or function with template parameters. These parameters can stand 
in for any type, including fundamental and user-defined types. When the 
compiler sees a template used with a type, it stamps out a bespoke template 
instantiation.

The more you adapt, the more interesting you are. 
—Martha Stewart
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Defining a Concept
A concept is a template. It’s a constant expression involving template argu-
ments, evaluated at compile time. Think of a concept as one big predicate : a 
function that evaluates to true or false.

If a set of template parameters meets the criteria for a given concept, 
that concept evaluates to true when instantiated with those parameters; 
otherwise, it will evaluate to false. When a concept evaluates to false,  
template instantiation fails.

You declare concepts using the keyword concept on an otherwise famil-
iar template function definition:

template<typename T1, typename T2, ...>
concept bool ConceptName() {
  --snip--
}

Type Traits
Concepts validate type parameters. Within concepts, you manipulate types 
to inspect their properties. You can hand roll these manipulations, or you 
can use the type support library built into the stdlib. The library contains 
utilities for inspecting type properties. These utilities are collectively called 
type traits. They’re available in the <type_traits> header and are part of the 
std namespace. Table 6-1 lists some commonly used type traits.

N O T E 	 See Chapter 5.4 of  The C++ Standard Library, 2nd Edition, by Nicolai M. Josuttis 
for an exhaustive listing of type traits available in the stdlib.

Table 6-1: Selected Type Traits from the <type_traits> Header

Type trait Checks if template argument is . . .

is_void void

is_null_pointer nullptr

is_integral bool, a char type, an int type, a short type, a long type, 
or a long long type

is_floating_point float, double, or long double
is_fundamental Any of is_void, is_null_pointer, is_integral, or 

is_floating_point

is_array An array; that is, a type containing square brackets []
is_enum An enumeration type (enum)
is_class A class type (but not a union type)
is_function A function
is_pointer A pointer; function pointers count, but pointers to class 

members and nullptr do not
is_reference A reference (either lvalue or rvalue)
is_arithmetic is_floating_point or is_integral
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Template Specialization
To understand advanced template usage, you must first understand tem-
plate specialization. Templates can actually take more than just concept 
and typename parameters (type parameters). They can also accept funda-
mental types, like char (value parameters), as well as other templates. Given 
the tremendous flexibility of template parameters, you can make a lot of 
compile-time decisions about their features. You could have different ver-
sions of templates depending on the characteristics of these parameters. 
For example, if a type parameter is Ordered instead of Regular, you might be 
able to make a generic program more efficient. Programming this way is 
called template specialization. Refer to the ISO standard [temp.spec] for more 
information about template specialization.

Name Binding
Another critical component of how templates get instantiated is name 
binding. Name binding helps determine the rules for when the compiler 
matches a named element within a template to a concrete implementation. 
The named element could, for example, be part of the template defini-
tion, a local name, a global name, or from some named namespace. If you 
want to write heavily templated code, you need to understand how this 
binding occurs. If you’re in such a situation, refer to Chapter 9, “Names 
in Templates,” in C++ Templates: The Complete Guide by David Vandevoorde 
et al. and to [temp.res].

Type Function
A type function takes types as arguments and returns a type. The type traits 
with which you build up concepts are closely related to type functions. 
You can combine type functions with compile time control structures to 
do general computation, such as programming control flow, at compile 
time. Generally, programming using these techniques is called template 
metaprogramming.

Template Metaprogramming
Template metaprogramming has a deserved reputation for resulting in 
code that is exceedingly clever and absolutely inscrutable to all but the 
mightiest of wizards. Fortunately, once concepts are part of the C++ stan-
dard, template metaprogramming should become more approachable to 
us mere mortals. Until then, tread carefully. For those interested in fur-
ther detail on this topic, refer to Modern C++ Design: Generic Programming 
and Design Patterns Applied by Andrei Alexandrescu and C++ Templates: The 
Complete Guide by David Vandevoorde et al.
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E X E RCISE S

6-1. The mode of a series of values is the value that appears most commonly. 
Implement a mode function using the following signature: int mode(const 
int* values, size_t length). If you encounter an error condition, such as 
input having multiple modes and no values, return zero.

6-2. Implement mode as a template function.

6-3. Modify mode to accept an Integer concept. Verify that mode fails to 
instantiate with floating types like double.

6-4. Refactor mean in Listing 6-13 to accept an array rather than pointer and 
length arguments. Use Listing 6-33 as a guide.

6-5. Using the example from Chapter 5, make Bank a template class that 
accepts a template parameter. Use this type parameter as the type of an 
account rather than long. Verify that your code still works using a Bank<long> 
class.

6-6. Implement an Account class and instantiate a Bank<Account>. Implement 
functions in Account to keep track of balances.

6-7. Make Account an interface. Implement a CheckingAccount and 
SavingsAccount. Create a program with several checking and savings  
accounts. Use a Bank<Account> to make several transactions between  
the accounts.

F UR T HE R R E A DING

•	 C++ Templates: The Complete Guide, 2nd Edition, by David Vandevoorde, 
Nicolai M. Josuttis, and Douglas Gregor (Addison-Wesley, 2017)

•	 Effective Modern C++: 42 Specific Ways to Improve Your Use of C++11 
and C++14 by Scott Meyers (O’Reilly Media, 2015)

•	 The C++ Programming Language, 4th Edition, by Bjarne Stroustrup 
(Pearson Education, 2013)

•	 Modern C++ Design: Generic Programming and Design Patterns Applied 
by Andrei Alexandrescu (Addison-Wesley, 2001)



7
E X P R E S S I O N S

Expressions are computations that pro-
duce results and side effects. Generally, 

expressions contain operands and operators 
that do work on them. A number of operators 

are baked into the core language, and you’ll see a 
majority of them in this chapter. The chapter begins 
with a discussion of built-in operators before moving 
on to discuss the overloading operator new and user-defined literals and 
then diving into an exploration of type conversions. When you create your 
own user-defined types, you’ll often need to describe how these types con-
vert into other types. You’ll explore these user-defined conversions before 
learning about constexpr constant expressions and the widely misunder-
stood volatile keyword.

Here is the essence of mankind’s creative genius: not the edifices of 
civilization nor the bang-flash weapons which can end it, but the words 

which fertilize new concepts like spermatozoa attacking an ovum. 
—Dan Simmons, Hyperion
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Operators
Operators, such as the addition (+) and address-of (&) operators, do work 
on arguments called operands, such as numerical values or objects. In this 
section, we’ll look at logical, arithmetic, assignment, increment/decrement, 
comparison, member access, ternary conditional, and comma operators.

Logical Operators
The C++ expression suite includes a full complement of logical operators. 
Within this category are the (regular) operators AND (&&), OR (||), and 
NOT (!), which take bool-convertible operands and return an object of 
type bool. Also, bitwise logical operators work on integral types like bool, int, 
and unsigned long. These operators include AND (&), OR (|), XOR (^), 
complement (~), left shift (<<), and right shift (>>). Each performs a 
Boolean operation at the bit level and returns an integral type matching 
its operands.

Table 7-1 lists all of these logical operators alongside some examples.

Table 7-1: Logical Operators

Operator Name Example expression Result

x & y Bitwise AND 0b1100 & 0b1010 0b1000

x | y Bitwise OR 0b1100 | 0b1010 0b1110

x ^ y Bitwise XOR 0b1100 ^ 0b1010 0b0110

~x Bitwise complement ~0b1010 0b0101

x << y Bitwise left shift 0b1010 << 2
0b0011 << 4

0b101000
0b110000

x >> y Bitwise right shift 0b1010 >> 2
0b10110011 >> 4

0b10

0b1011

x && y AND true && false

true && true

false

true

x || y OR true || false

false || false

true

false

!x NOT !true

!false

false

true

Arithmetic Operators
Additional unary and binary arithmetic operators work with both integral 
and floating-point types (also called the arithmetic types). You’ll use built-in 
arithmetic operators wherever you need to perform mathematical compu-
tations. They perform some of the most basic elements of work, whether 
you’re incrementing an index variable or performing computationally 
intensive statistical simulations.
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Table 7-2 summarizes the arithmetic operators.

Table 7-2: Arithmetic Operators

Operator Name Examples Result

+x Unary plus +10 10

-x Unary minus -10 -10

x + y Binary addition 1 + 2 3

x - y Binary subtraction 1 - 2 -1

x * y Binary multiplication 10 * 20 200

x / y Binary division 300 / 15 20

x % y Binary modulo 42 % 5 2

Many of the binary operators in Tables 7-1 and 7-2 have corollary as 
assignment operators as well.

Assignment Operators
An assignment operator performs a given operation and then assigns 
the result to the first operand. For example, the addition assignment x += y 
computes the value x + y and assigns x equal to the result. You can achieve 
similar results with the expression x = x + y, but the assignment operator is 
more syntactically compact and at least as runtime efficient. Table 7-3 sum-
marizes all of the available assignment operators.

Table 7-3: Assignment Operators

Operator Name Examples Result (value of x)

x = y Simple assignment x = 10 10

x += y Addition assignment x += 10 15

x -= y Subtraction assignment x -= 10 -5

x *= y Multiplication assignment x *= 10 50

x /= y Division assignment x /= 2 2

x %= y Modulo assignment x %= 2 1

x &= y Bitwise AND assignment x &= 0b1100 0b0100

x |= y Bitwise OR assignment x |= 0b1100 0b1101

x ^= y Bitwise XOR assignment x ^= 0b1100 0b1001

x <<= y Bitwise left-shift assignment x <<= 2 0b10100

x >>= y Bitwise right-shift assignment x >>= 2 0b0001

N O T E 	 Promotion rules don’t really apply when using assignment operators; the type of the 
assigned to operand won’t change. For example, given int x = 5, the type of x after  
x /= 2.0f is still int.
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Increment and Decrement Operators
There are four (unary) increment/decrement operators, as outlined in Table 7-4. 

Table 7-4: The Increment and Decrement Operators (values given for x=5)

Operator Name Value of x after evaluation Value of expression

++x Prefix increment 6 6

x++ Postfix increment 6 5

--x Prefix decrement 4 4

x-- Postfix decrement 4 5

As Table 7-4 shows, increment operators increase the value of their 
operand by 1, whereas decrement operators decrease by 1. The value 
returned by the operator depends on whether it is prefix or postfix. A 
prefix operator will return the value of the operand after modification, 
whereas a postfix operator will return the value before modification.

Comparison Operators
Six comparison operators compare the given operands and evaluate to a 
bool, as outlined in Table 7-5. For arithmetic operands, the same type con-
versions (promotions) occur as with the arithmetic operators. The compari-
son operators also work with pointers, and they work approximately how 
you would expect them to.

N O T E 	 There are some nuances to pointer comparison. Interested readers should refer to 
[expr.rel].

Table 7-5: The Comparison Operators

Operator Name Examples (all evaluate to true)

x == y Equal-to operator 100 == 100

x != y Not-equal-to operator 100 != 101

x < y Less-than operator 10 < 20

x > y Greater-than operator -10 > -20

x <= y Less-than-or-equal-to operator 10 <= 10

x >= y Greater-than-or-equal-to operator 20 >= 10

Member Access Operators
You use member access operators to interact with pointers, arrays, and many of 
the classes you’ll meet in Part II. The six such operators include subscript [], 
indirection *, address-of  &, member-of-object ., and member-of-pointer ->. You met 
these operators in Chapter 3, but this section provides a brief summary.
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N O T E 	 There are also pointer-to-member-of-object .* and pointer-to-member-of-
pointer ->* operators, but these are uncommon. Refer to [expr.mptr.oper].

The subscript operator x[y] provides access to the yth element of the 
array pointed to by x, whereas the indirection operator *x provides access 
to the element pointed to by x. You can create a pointer to an element x 
using the address-of operator &x. This is essentially the inverse operation 
to the indirection operator. For elements x with a member y, you use the 
member-of-object operator x.y. You can also access members of a pointed-
to object; given a pointer x, you use the member-of-pointer operator x->y to 
access an object pointed to by x.

Ternary Conditional Operator
The ternary conditional operator x ? y : z is a lump of syntactic sugar that 
takes three operands (hence “ternary”). It evaluates the first operand x as a 
Boolean expression and returns the second operand y or the third operand z 
depending on whether the Boolean is true or false (respectively). Consider 
the following step function that returns 1 if the parameter input is positive; 
otherwise, it returns zero:

int step(int input) {
  return input > 0 ? 1 : 0;
}

Using an equivalent if-then statement, you could also implement step 
the following way:

int step(int input) {
  if (input > 0) {
    return 1;
  } else {
    return 0;
  }
}

These two approaches are runtime equivalent, but the ternary condi-
tional operator requires less typing and usually results in cleaner code. Use 
it generously.

N O T E 	 The conditional ternary operator has a more fashionable moniker: the Elvis opera-
tor. If you rotate the book 90 degrees clockwise and squint, you’ll see why: ?:

The Comma Operator
The comma operator, on the other hand, doesn’t usually promote cleaner 
code. It allows several expressions separated by commas to be evaluated 
within a larger expression. The expressions evaluate from left to right, and 
the rightmost expression is the return value, as Listing 7-1 illustrates.
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N O T E 	 You haven’t yet met the scope resolution operator (it first appears in Chapter 8), but 
Table 7-6 includes it for completeness.

Because C++ has many operators, the operator precedence and asso-
ciativity rules can be hard to keep track of. For the mental health of those 
reading your code, try to make expressions as clear as possible. 

Consider the following expression:

*a++ + b * c

Because postfix addition has higher precedence than the dereference 
operator *, it binds first to the argument a, meaning the result of a++ is the 
argument to the dereference operator. Multiplication * has higher prece-
dence than addition +, so the multiplication operator * binds to b and c,  
and the addition operator + binds to the results of *a++ and b * c. 

You can impose precedence within an expression by adding parentheses, 
which have higher precedence than any operator. For example, you can 
rewrite the preceding expression using parentheses:

(*(a++)) + (b * c)

As a general rule, add parentheses wherever a reader could become 
confused about operator precedence. If the result is a bit ugly (as in this 
example), your expression is probably too complicated; you might consider 
breaking it up into multiple statements.

Evaluation Order
Evaluation order determines the execution sequence of operators in an 
expression. A common misconception is that precedence and evaluation 
order are equivalent: they are not. Precedence is a compile time concept that 
drives how operators bind to operands. Evaluation order is a runtime con-
cept that drives the scheduling of operator execution.

In general, C++ has no clearly specified execution order for operands. Although 
operators bind to operands in the well-defined way explained in the pre-
ceding sections, those operands evaluate in an undefined order. The com-
piler can order operand evaluation however it likes.

You might be tempted to think that the parentheses in the following 
expression drive evaluation order for the functions stop, drop, and roll, or 
that some left-to-right associativity has some runtime effect:

 (stop() + drop()) + roll()

They do not. The roll function might execute before, after, or between 
evaluations of stop and drop. If you require operations to execute in a specific 
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example, 700ms denotes 700 milliseconds. Because user-defined literals are 
fairly rare, I won’t cover them in any more detail here.

N O T E 	 For further reference, see Section 19.2.6 of  The C++ Programming Language, 
4th Edition, by Bjarne Stroustrup.

Type Conversions
You perform type conversions when you have one type but want to convert 
it to another type. Depending on the situation, type conversions can be 
explicit or implicit. This section treats both sorts of conversions while cov-
ering promotions, floating-point-to-integer conversions, integer-to-integer 
conversions, and floating-point-to-floating-point conversions.

Type conversions are fairly common. For example, you might need to 
compute the mean of some integers given a count and a sum. Because the 
count and sum are stored in variables of integral type (and you don’t want 
to truncate fractional values), you’ll want to compute the mean as a floating-
point number. To do this, you’ll need to use type conversion.

Implicit Type Conversions
Implicit type conversions can occur anywhere a particular type is called for 
but you provide a different type. These conversions occur in several differ-
ent contexts.

“Binary Arithmetic Operators” on page 183 outlined so-called pro-
motion rules. In fact, these are a form of implicit conversion. Whenever an 
arithmetic operation occurs, shorter integral types are promoted to int 
types. Integral types can also be promoted to floating-point types during 
arithmetic operation. All of this happens in the background. The result is 
that, in most situations, the type system simply gets out of your way so you 
can focus on programming logic.

Unfortunately, in some situations, C++ is a bit overzealous in silently 
converting types. Consider the following implicit conversion from a double 
to a uint_8:

#include <cstdint>

int main() {
  auto x = 2.7182818284590452353602874713527L;
  uint8_t y = x; // Silent truncation
}

You should hope that the compiler will generate a warning here, but 
technically this is valid C++. Because this conversion loses information, it’s 
a narrowing conversion that would be prevented by braced initialization {}:

#include <cstdint>

int main() {
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};
int main() {
  ReadOnlyInt the_answer{ 42 };
  auto ten_answers = the_answer * 10; // int with value 420
}

Sometimes, implicit conversions can cause surprising behavior. You 
should always try to use explicit conversions, especially with user-defined 
types. You can achieve explicit conversions with the explicit keyword. 
Explicit constructors instruct the compiler not to consider the constructor 
as a means for implicit conversion. You can provide the same guidelines for 
your user-defined conversion functions:

struct ReadOnlyInt {
  ReadOnlyInt(int val) : val{ val } { }
  explicit operator int() const {
    return val;
  }
private:
  const int val;
};

Now, you must explicitly cast a ReadOnlyInt to an int using static_cast:

struct ReadOnlyInt {
  --snip--
};
int main() {
  ReadOnlyInt the_answer{ 42 };
  auto ten_answers = static_cast<int>(the_answer) * 10;
}

Generally, this approach tends to promote less ambiguous code.

Constant Expressions
Constant expressions are expressions that can be evaluated at compile time. 
For performance and safety reasons, whenever a computation can be done 
at compile time rather than runtime, you should do it. Simple mathematical 
operations involving literals are an obvious example of expressions that can 
be evaluated at compile time.

You can extend the reach of the compiler by using the expression constexpr. 
Whenever all the information required to compute an expression is pres-
ent at compile time, the compiler is compelled to do so if that expression is 
marked constexpr. This simple commitment can enable a surprisingly large 
impact on code readability and runtime performance.

Both const and constexpr are closely related. Whereas constexpr enforces 
that an expression is compile time evaluable, const enforces that a variable 
cannot change within some scope (at runtime). All constexpr expressions 
are const because they’re always fixed at runtime.
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Summary
This chapter covered the major features of operators, which are the  
fundamental units of work in a program. You explored several aspects 
of type conversions and took control of dynamic memory management 
from the environment. You were also introduced to constexpr/volatile 
expressions. With these tools in hand, you can perform almost any system-
programming task.

E X E RCISE S

7-1. Create an UnsignedBigInteger class that can handle numbers bigger than 
a long. You can use a byte array as the internal representation (for example, 
uint8_t[] or char[]). Implement operator overloads for operator+ and operator-. 
Perform runtime checks for overflow. For the intrepid, also implement operator*, 
operator/, and operator%. Make sure that your operator overloads work for 
both int types and UnsignedBigInteger types. Implement an operator int type 
conversion. Perform a runtime check if narrowing would occur.

7-2. Create a LargeBucket class that can store up to 1MB of data. Extend the 
Heap class so it gives out a LargeBucket for allocations greater than 4096 bytes. 
Make sure that you still throw std::bad_alloc whenever the Heap is unable to 
allocate an appropriately sized bucket.

F UR T HE R R E A DING

•	 ISO International Standard ISO/IEC (2017) — Programming Language 
C++ (International Organization for Standardization; Geneva, 
Switzerland; https://isocpp.org/std/the-standard/)





8
S T A T E M E N T S

Each C++ function comprises a sequence 
of statements, which are programming con-

structs that specify the order of execution. 
This chapter uses an understanding of the object 

life cycle, templates, and expressions to explore the 
nuances of statements.

Expression Statements
An expression statement is an expression followed by a semicolon (;). 
Expression statements comprise most of the statements in a program.  
You can turn any expression into a statement, which you should do  
whenever you need to evaluate an expression but want to discard the  
result. Of course, this is only useful if evaluating that expression causes  
a side effect, like printing to the console or modifying the program’s 
state.

Progress doesn’t come from early risers—progress is  
made by lazy men looking for easier ways to do things. 

—Robert A. Heinlein, Time Enough for Love
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N O T E 	 In poorly written C++ (and in most C code), you might see goto used as a primitive 
error-handling mechanism. A lot of system programming entails acquiring resources, 
checking for error conditions, and cleaning up resources. The RAII paradigm neatly 
abstracts all of these details, but C doesn’t have RAII available. See the Overture to 
C Programmers on page xxxvii for more information.

Summary
In this chapter, you worked through different kinds of statements you can 
employ in your programs. They included declarations and initializations, 
selection statements, and iteration statements.

N O T E 	 Keep in mind that try-catch blocks are also statements, but they were already dis-
cussed in great detail in Chapter 4.

E X E RCISE S

8-1. Refactor Listing 8-27 into separate translation units: one for main and 
another for FibonacciRange and FibonacciIterator. Use a header file to share 
definitions between the two translation units.

8-2. Implement a PrimeNumberRange class that can be used in a range exception 
to iterate over all prime numbers less than a given value. Again, use a separate 
header and source file.

8-3. Integrate PrimeNumberRange into Listing 8-27, adding another loop that 
generates all prime numbers less than 5,000.

F UR T HE R R E A DING

•	 ISO International Standard ISO/IEC (2017) — Programming Language 
C++ (International Organization for Standardization; Geneva, 
Switzerland; https://isocpp.org/std/the-standard/)

•	 Random Number Generation and Monte Carlo Methods, 2nd Edition, by 
James E. Gentle (Springer-Verlag, 2003)

•	 Random Number Generation and Quasi-Monte Carlo Methods by Harald 
Niederreiter (SIAM Vol. 63, 1992)





9
F U N C T I O N S

This chapter rounds out the ongoing dis-
cussion of functions, which encapsulate 

code into reusable components. Now that 
you’re armed with a strong background in C++  

fundamentals, this chapter first revisits functions with  
a far more in-depth treatment of modifiers, specifiers, 
and return types, which appear in function declara-
tions and specialize the behavior of your functions. 

Then you’ll learn about overload resolution and accepting variable 
numbers of arguments before exploring function pointers, type aliases, 
function objects, and the venerable lambda expression. The chapter 
closes with an introduction to the std::function before revisiting the main 
function and accepting command line arguments.

Functions should do one thing. They should  
do it well. They should do it only. 

—Robert C. Martin, Clean Code
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Summary
This chapter took a deeper look at functions, including how to declare and 
define them, how to use the myriad keywords available to you to modify func-
tion behavior, how to specify return types, how overload resolution works, 
and how to take a variable number of arguments. After a discussion of how 
you take pointers to functions, you explored lambda expressions and their 
relationship to function objects. Then you learned about the entry point for 
your programs, the main function, and how to take command line arguments.

E X E RCISE S

9-1. Implement a fold function template with the following prototype:

template <typename Fn, typename In, typename Out>
constexpr Out fold(Fn function, In* input, size_t length, Out initial);

For example, your implementation must support the following usage:

int main() {
  int data[]{ 100, 200, 300, 400, 500 };
  size_t data_len = 5;
  auto sum = fold([](auto x, auto y) { return x + y; }, data, data_len, 
0);
  print("Sum: %d\n", sum);
}

The value of sum should be 1,500. Use fold to calculate the following quanti-
ties: the maximum, the minimum, and the number of elements greater than 200.

9-2. Implement a program that accepts an arbitrary number of command line 
arguments, counts the length in characters of each argument, and prints a histo-
gram of the argument length distribution.

9-3. Implement an all function with the following prototype:

template <typename Fn, typename In, typename Out>
constexpr bool all(Fn function, In* input, size_t length);

The Fn function type is a predicate that supports bool operator()(In). 
Your all function must test whether function returns true for every element of 
input. If it does, return true. Otherwise, return false.

For example, your implementation must support the following usage:

int main() {
  int data[]{ 100, 200, 300, 400, 500 };
  size_t data_len = 5;
  auto all_gt100 = all([](auto x) { return x > 100; }, data, data_len);
  if(all_gt100) printf("All elements greater than 100.\n");
}





PART II
C + +  L I B R A R I E S  

A N D  F R A M E W O R K S

Neo: Why do my eyes hurt? 
Morpheus: You’ve never used them before. 

—The Matrix

Part II exposes you to the world of C++ libraries  
and frameworks, including the C++ Standard Library 
(stdlib) and the Boost Libraries (Boost). The latter 
is an open source volunteer project to produce much-
needed C++ libraries. 

In Chapter 10, you’ll tour several testing and mocking frameworks. In 
a major departure from Part I, most listings in Part II are unit tests. These 
provide you with practice in testing code, and unit tests are often more 
succinct and expressive than printf-based example programs.

Chapter 11 takes a broad look at smart pointers, which manage dynamic 
objects and facilitate the most powerful resource management model in any 
programming language.

Chapter 12 explores the many utilities that implement common pro-
gramming tasks.

Chapter 13 delves into the massive suite of containers that can hold and 
manipulate objects.

Chapter 14 explains iterators, the common interface that all containers 
provide. 
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Chapter 15 reviews strings and string operations, which store and 
manipulate human-language data. 

Chapter 16 discusses streams, a modern way to perform input and output 
operations.

Chapter 17 illuminates the filesystem library, which provides facilities 
for interacting with filesystems.

Chapter 18 surveys the dizzying array of algorithms that query and 
manipulate iterators. 

Chapter 19 outlines the major approaches to concurrency, which allows 
your programs to run simultaneous threads of execution.

Chapter 20 reviews Boost ASIO, a cross-platform library for network 
and low-level input/output programming using an asynchronous approach.  

Chapter 21 provides several application frameworks that implement 
standard structures required in everyday application programming.

Part II will function well as a quick reference, but your first reading 
should be sequential.



10
T E S T I N G

Many ways are available to you to test 
your software. The common thread run-

ning through all these testing methods is 
that each test provides some kind of input to 

your code and you evaluate the test’s output for suit-
ability. The nature of the environment, the scope of 
the investigation, and the form of the evaluation vary 
widely among testing types. This chapter covers how 
to perform testing with a few different frameworks, 
but the material is extensible to other testing varieties. 
Before diving in, let’s take a quick survey of several 
kinds of testing.

 “How could [the computer] pick up a picture of Ender’s brother  
and put it into the graphics in this Fairyland routine?” 

“Colonel Graff, I wasn’t there when it was programmed. All I know  
is that the computer’s never taken anyone to this place before.” 

—Orson Scott Card, Ender’s Game
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Unit Tests
Unit tests verify that a focused, cohesive collection of code—a unit, such as 
a function or a class—behaves exactly as the programmer intended. Good 
unit tests isolate the unit being tested from its dependencies. Sometimes 
this can be hard to do: the unit might depend on other units. In such 
situations, you use mocks to stand in for these dependencies. Mocks are 
fake objects you use solely during testing to provide you with fine-grained 
control over how a unit’s dependencies behave during the test. Mocks can 
also record how a unit interacted with them, so you can test whether a unit 
is interacting with its dependencies as expected. You can also use mocks to 
simulate rare events, such as a system running out of memory, by program-
ming them to throw an exception.

Integration Tests
Testing a collection of units together is called an integration test. Integration 
tests can also refer to testing interactions between software and hardware, 
which system programmers deal with often. Integration tests are an impor-
tant layer on top of unit tests, because they ensure that the software you’ve 
written works together as a system. These tests complement, but don’t 
replace, unit tests.

Acceptance Tests
Acceptance tests ensure that your software meets all of your customers’ require-
ments. High-performing software teams can use acceptance tests to guide 
development. Once all of the acceptance tests pass, your software is deliver-
able. Because these acceptance tests become part of the code base, there 
is built-in protection against refactoring or feature regression, where you 
break an existing feature in the process of adding a new one.

Performance Tests
Performance tests evaluate whether software meets effectiveness requirements,  
such as speed of execution or memory/power consumption. Optimizing 
code is a fundamentally empirical exercise. You can (and should) have 
ideas about which parts of your code are causing performance bottlenecks 
but can’t know for sure unless you measure. Also, you cannot know whether 
the code changes you implement with the intent of optimizing are improv-
ing performance unless you measure again. You can use performance tests 
to instrument your code and provide relevant measures. Instrumentation 
is a technique for measuring product performance, detecting errors, and 
logging how a program executes. Sometimes customers have strict perfor-
mance requirements (for example, computation cannot take more than 
100 milliseconds or the system cannot allocate more than 1MB of memory). 
You can automate testing such requirements and make sure that future 
code changes don’t violate them.
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Code testing can be an abstract, dry subject. To avoid this, the next sec-
tion introduces an extended example that lends context to the discussion.

An Extended Example: Taking a Brake
Suppose you’re programming the software for an autonomous vehicle. 
Your team’s software is very complicated and involves hundreds of thou-
sands of code lines. The entire software solution is composed of several 
binaries. To deploy your software, you must upload the binaries into a  
car (using a relatively time-consuming process). Making a change to your 
code, compiling, uploading, and executing it in a live vehicle takes several 
hours per iteration.

The monumental task of writing all the vehicle’s software is broken out 
into teams. Each team is responsible for a service, such as the steering wheel 
control, audio/video, or vehicle detection. Services interact with each other 
via a service bus, where each service publishes events. Other services sub-
scribe to these events as needed. This design pattern is called a service bus 
architecture.

Your team is responsible for the autonomous braking service. The  
service must determine whether a collision is about to happen and, if 
so, tell the car to brake. Your service subscribes to two event types: the 
SpeedUpdate class, which tells you that the car’s speed has changed, and  
the CarDetected class, which tells you that some other car has been detected  
in front of you. Your system is responsible for publishing a BrakeCommand to  
the service bus whenever an imminent collision is detected. These classes 
appear in Listing 10-1.

struct SpeedUpdate {
  double velocity_mps;
};

struct CarDetected {
  double distance_m;
  double velocity_mps;
};

struct BrakeCommand {
  double time_to_collision_s;
};

Listing 10-1: The POD classes that your service interacts with

You’ll publish the BrakeCommand using a ServiceBus object that has a publish 
method:

struct ServiceBus {
  void publish(const BrakeCommand&);
  --snip--
};
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Test-Driven Development
At some point in the history of unit-testing adoption, some intrepid software 
engineers thought, “If I know I’m going to write a bunch of unit tests for 
this class, why not write the tests first?” This manner of writing software, 
known as TDD, underpins one of the great religious wars in the software 
engineering community. Vim or Emacs? Tabs or spaces? To use TDD or 
not to use TDD? This book humbly abstains from weighing in on these 
questions. But we’ll use TDD because it fits so naturally into a unit-testing 
discussion. 

Advantages of TDD

The process of writing a test that encodes a requirement before implement-
ing the solution is the fundamental idea behind TDD. Proponents say that 
code written this way tends to be more modular, robust, clean, and well 
designed. Writing good tests is the best way to document your code for 
other developers. A good test suite is a fully working set of examples that 
never gets out of sync. It protects against regressions in functionality 
whenever you add new features.

Unit tests also serve as a fantastic way to submit bug reports by writing 
a unit test that fails. Once the bug is fixed, it will stay fixed because the unit 
test and the code that fixes the bug become part of the test suite.

Red-Green-Refactor

TDD practitioners have a mantra: red, green, refactor. Red is the first step, 
and it means to implement a failing test. This is done for several reasons, 
principal of which is to make sure you’re actually testing something. You 
might be surprised how common it is to accidentally design a test that doesn’t 
make any assertions. Next, you implement code that makes the test pass. 
No more, no less. This turns the test from red to green. Now that you have 
working code and a passing test, you can refactor your production code. 
To refactor means to restructure existing code without changing its func-
tionality. For example, you might find a more elegant way to write the same 
code, replace your code with a third-party library, or rewrite your code to 
have better performance characteristics.

If you accidentally break something, you’ll know immediately because 
your test suite will tell you. Then you continue to implement the remainder 
of the class using TDD. You can work on the collision threshold next.

Writing a Skeleton AutoBrake Class

Before you can write tests, you need to write a skeleton class, which implements 
an interface but provides no functionality. It’s useful in TDD because you 
can’t compile a test without a shell of the class you’re testing.

Consider the skeleton AutoBrake class in Listing 10-4.

struct SpeedUpdate {
  double velocity_mps;
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whereas some of the more advanced features will have heterogeneous sup-
port. Mainly, you should select a unit-testing framework based on the style 
that makes you comfortable and productive.

Mocking Frameworks
The unit-testing frameworks you just explored will work in a wide range of 
settings. It would be totally feasible to build integration tests, acceptance 
tests, unit tests, and even performance tests using Google Test, for example. 
The testing frameworks support a broad range of programming styles, and 
their creators have only modest opinions about how you must design your 
software to make them testable.

Mocking frameworks are a bit more opinionated than unit-testing frame-
works. Depending on the mocking framework, you must follow certain design 
guidelines for how classes depend on each other. The AutoBrake class used a 
modern design pattern called dependency injection. The AutoBrake class depends 
on an IServiceBus, which you injected using the constructor of AutoBrake. You 
also made IServiceBus an interface. Other methods for achieving polymorphic 
behavior exist (like templates), and each involves trade-offs.

All the mocking frameworks discussed in this section work extremely 
well with dependency injection. To varying degrees, the mocking frameworks 
remove the need to define your own mocks. Recall that you implemented a 
MockServiceBus to allow you to unit test AutoBrake, as displayed in Listing 10-45.

struct MockServiceBus : IServiceBus {
  void publish(const BrakeCommand& cmd) override {
    commands_published++;
    last_command = cmd;
  };
  void subscribe(SpeedUpdateCallback callback) override {
    speed_update_callback = callback;
  };
  void subscribe(CarDetectedCallback callback) override {
    car_detected_callback = callback;
  };
  BrakeCommand last_command{};
  int commands_published{};
  SpeedUpdateCallback speed_update_callback{};
  CarDetectedCallback car_detected_callback{};
};

Listing 10-45: Your hand-rolled MockServiceBus

Each time you want to add a unit test involving some new kind of 
interaction with IServiceBus, you’ll likely need to update your MockServiceBus 
class. This is tedious and error prone. Additionally, it’s not clear that you 
can share this mock class with other teams: you’ve implemented a lot of 
your own logic in it that won’t be very useful to, say, the tire-pressure-sensor 
team. Also, each test might have different requirements. Mocking frame-
works enables you to define mock classes, often using macro or template 
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A Note on Other Mocking Options: FakeIt and Trompeloeil
A number of other excellent mocking frameworks are available. But for 
the sake of keeping an already long chapter from getting much longer, 
let’s briefly look at two more frameworks: FakeIt (by Eran Pe’er, available 
at https://github.com/eranpeer/FakeIt/) and Trompeloeil (by Björn Fahller, 
available at https://github.com/rollbear/trompeloeil/).

FakeIt is similar to HippoMocks in its succinct usage patterns, and it’s a 
header-only library. It differs in that it follows the record-by-default pattern 
in building expectations. Rather than specifying expectations up front, 
FakeIt verifies that a mock’s methods were invoked correctly at the end of 
the test. Actions, of course, are still specified at the beginning.

Although this is a totally valid approach, I prefer the Google Mock/
HippoMocks approach of specifying expectations—and their associated 
actions—all up front in one concise location.

Trompeloeil (from the French trompe-l’œil for “deceive the eye”) can be 
considered a modern replacement for Google Mock. Like Google Mock, it 
requires some macro-laden boilerplate for each of the interfaces you want 
to mock. In exchange for this extra effort, you gain many powerful features, 
including actions, such as setting test variables, returning values based on 
invocation parameters, and forbidding particular invocations. Like Google 
Mock and HippoMocks, Trompeloeil requires you to specify your expecta-
tions and actions up front (see the documentation for more details).

Summary
This chapter used an extended example of building the automatic braking 
system for an autonomous vehicle to explore the basics of TDD. You rolled 
your own testing and mocking framework, then learned about the many 
benefits of using available testing and mocking frameworks. You toured 
Catch, Google Test, and Boost Test as possible testing frameworks. For 
mocking frameworks, you dove into Google Mock and HippoMocks (with 
a brief mention of FakeIt and Trompeloeil). Each of these frameworks has 
strengths and weaknesses. Which you choose should be driven principally 
by which frameworks make you most efficient and productive.

N O T E 	 For the remainder of the book, examples will be couched in terms of unit tests. 
Accordingly, I had to choose a framework for the examples. I’ve chosen Catch for a  
few reasons. First, Catch’s syntax is the most succinct, and it lends itself well to book 
form. In header-only mode, Catch compiles much quicker than Boost Test. This 
might be considered an endorsement of the framework (and it is), but it’s not my 
intention to discourage the use of Google Test, Boost Test, or any other testing 
framework. You should make such decisions after careful consideration (and  
hopefully some experimentation.)
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10-9. Implement a unit test where the last known speed limit is 35 meters 
per second and then publish a SpeedUpdate at 40 meters per second. Ensure 
that exactly one BrakeCommand is issued. The time_to_collision_s field should 
equal 0. 

10-10. Make all unit tests pass.

10-11. Implement a new unit test where the last known speed limit is 35 meters 
per second and then publish a SpeedUpdate at 30 meters per second. Then 
issue a SpeedLimitDetected with a speed_mps of 25 meters per second. Ensure 
that exactly one BrakeCommand is issued. The time_to_collision_s field should 
equal 0.

10-12. Make all unit tests pass.
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S M A R T  P O I N T E R S

In this chapter, you’ll explore stdlib and 
Boost libraries. These libraries contain a 

collection of smart pointers, which manage 
dynamic objects with the RAII paradigm you 

learned in Chapter 4. They also facilitate the most pow-
erful resource management model in any programming 
language. Because some smart pointers use allocators to 
customize dynamic memory allocation, the chapter also 
outlines how to provide a user-defined allocator.

Smart Pointers
Dynamic objects have the most flexible lifetimes. With great flexibility 
comes great responsibility, so you must make sure each dynamic object 
gets destructed exactly once. This might not look daunting with small pro-
grams, but looks can be deceiving. Just consider how exceptions factor 

If you want to do a few small things right, do them yourself. If you 
want to do great things and make a big impact, learn to delegate. 

—John C. Maxwell
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into dynamic memory management. Each time an error or an exception 
could occur, you need to keep track of which allocations you’ve made  
successfully and be sure to release them in the correct order.

Fortunately, you can use RAII to handle such tedium. By acquiring  
dynamic storage in the constructor of the RAII object and releasing dynamic 
storage in the destructor, it’s relatively difficult to leak (or double free) 
dynamic memory. This enables you to manage dynamic object lifetimes 
using move and copy semantics.

You could write these RAII objects yourself, but you can also use some 
excellent prewritten implementations called smart pointers. Smart pointers are 
class templates that behave like pointers and implement RAII for dynamic 
objects.

This section delves into five available options included in stdlib and 
Boost: scoped, unique, shared, weak, and intrusive pointers. Their owner-
ship models differentiate these five smart pointer categories.

Smart Pointer Ownership
Every smart pointer has an ownership model that specifies its relationship with 
a dynamically allocated object. When a smart pointer owns an object, the 
smart pointer’s lifetime is guaranteed to be at least as long as the object’s. 
Put another way, when you use a smart pointer, you can rest assured that 
the pointed-to object is alive and that the pointed-to object won’t leak. The 
smart pointer manages the object it owns, so you can’t forget to destroy it 
thanks to RAII. 

When considering which smart pointer to use, your ownership require-
ments drive your choice.

Scoped Pointers
A scoped pointer expresses non-transferable, exclusive ownership over a single 
dynamic object. Non-transferable means that the scoped pointers cannot 
be moved from one scope to another. Exclusive ownership means that they 
can’t be copied, so no other smart pointers can have ownership of a scoped 
pointer’s dynamic object. (Recall from “Memory Management” on page 90  
that an object’s scope is where it’s visible to the program.)

The boost::scoped_ptr is defined in the <boost/smart_ptr/scoped_ptr.hpp> 
header.

N O T E 	 There is no stdlib scoped pointer.

Constructing
The boost::scoped_ptr takes a single template parameter corresponding to the 
pointed-to type, as in boost::scoped_ptr<int> for a “scoped pointer to int” type.
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Table 11-3: All of the Supported std::unique_ptr Operations

Operation Notes

unique_ptr<...>{ } or 
unique_ptr<...>{ nullptr }

Creates an empty unique pointer with a 
std::default_delete<...> deleter.

unique_ptr<...>{ ptr } Creates a unique pointer owning the dynamic 
object pointed to by ptr. Uses a std::default 
_delete<...> deleter.

unique_ptr<...>{ ptr, del } Creates a unique pointer owning the dynamic 
object pointed to by ptr. Uses del as deleter.

unique_ptr<...>{ move(u_ptr) } Creates a unique pointer owning the dynamic object 
pointed to by the unique pointer u_ptr. Transfers 
ownership from u_ptr to the newly created unique 
pointer. Also moves the deleter of u_ptr.

~unique_ptr<...>() Calls deleter on the owned object if full.

u_ptr1 = move(u_ptr2) Transfers ownership of owned object and deleter 
from u_ptr2 to u_ptr1. Destroys currently owned 
object if full.

u_ptr1.swap(u_ptr2) Exchanges owned objects and deleters between 
u_ptr1 and u_ptr2.

swap(u_ptr1, u_ptr2) A free function identical to the swap method. 

u_ptr.reset() If full, calls deleter on object owned by u_ptr.

u_ptr.reset(ptr) Deletes currently owned object; then takes owner-
ship of ptr.

ptr = u_ptr.release() Returns the raw pointer ptr; u_ptr becomes empty. 
Deleter is not called.

ptr = u_ptr.get() Returns the raw pointer ptr; u_ptr retains 
ownership.

*u_ptr Dereference operator on owned object.

u_ptr-> Member dereference operator on owned object.

u_ptr[index] References the element at index (arrays only).

bool{ u_ptr } bool conversion: true if full, false if empty.

u_ptr1 == u_ptr2
u_ptr1 != u_ptr2
u_ptr1 > u_ptr2
u_ptr1 >= u_ptr2
u_ptr1 < u_ptr2
u_ptr1 <= u_ptr2

Comparison operators; equivalent to evaluating 
comparison operators on raw pointers.

u_ptr.get_deleter() Returns a reference to the deleter.

Shared Pointers
A shared pointer has transferable, non-exclusive ownership over a single 
dynamic object. You can move shared pointers, which makes them transfer-
able, and you can copy them, which makes their ownership non-exclusive.



356   Chapter 11

Non-exclusive ownership means that a shared_ptr checks whether any 
other shared_ptr objects also own the object before destroying it. This way, 
the last owner is the one to release the owned object. 

The stdlib has a std::shared_ptr available in the <memory> header, and 
Boost has a boost::shared_ptr available in the <boost/smart_ptr/shared_ptr.hpp> 
header. You’ll use the stdlib version here.

N O T E 	 Both the stdlib and Boost shared_ptr are essentially identical, with the notable  
exception that Boost’s shared pointer doesn’t support arrays and requires you to use  
the boost::shared_array class in <boost/smart_ptr/shared_array.hpp>. Boost offers  
a shared pointer for legacy reasons, but you should use the stdlib shared pointer.

Constructing
The std::shared_ptr pointer supports all the same constructors as 
std::unique_ptr. The default constructor yields an empty shared pointer. 
To instead establish ownership over a dynamic object, you can pass a 
pointer to the shared_ptr constructor, like so:

std::shared_ptr<int> my_ptr{ new int{ 808 } };

You also have a corollary std::make_shared template function that forwards 
arguments to the pointed-to type’s constructor:

auto my_ptr = std::make_shared<int>(808);

You should generally use make_shared. Shared pointers require a control 
block, which keeps track of several quantities, including the number of shared 
owners. When you use make_shared, you can allocate the control block and 
the owned dynamic object simultaneously. If you first use operator new and 
then allocate a shared pointer, you’re making two allocations instead of one.

N O T E 	 Sometimes you might want to avoid using make_shared. For example, if you’ll be using 
a weak_ptr, you’ll still need the control block even if you can deallocate the object. In 
such a situation, you might prefer to have two allocations.

Because a control block is a dynamic object, shared_ptr objects sometimes 
need to allocate dynamic objects. If you wanted to take control over how 
shared_ptr allocates, you could override operator new. But this is shooting a 
sparrow with a cannon. A more tailored approach is to provide an optional 
template parameter called an allocator type.

Specifying an Allocator
The allocator is responsible for allocating, creating, destroying, and deal-
locating objects. The default allocator, std::allocator, is a template class 
defined in the <memory> header. The default allocator allocates memory 
from dynamic storage and takes a template parameter. (You’ll learn about 
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Deleters
Deleters work the same way for shared pointers as they do for unique pointers  
except you don’t need to provide a template parameter with the deleter’s type.  
Simply pass the deleter as the second constructor argument. For example, 
to convert Listing 11-12 to use a shared pointer, you simply drop in the 
following type alias:

using FileGuard = std::shared_ptr<FILE>;

Now, you’re managing FILE* file handles with shared ownership.

A Partial List of Supported Operations
Table 11-4 provides a mostly complete listing of the supported constructors 
of shared_ptr. In this table, ptr is a raw pointer, sh_ptr is a shared pointer, 
u_ptr is a unique pointer, del is a deleter, and alc is an allocator.

Table 11-4: All of the Supported std::shared_ptr Constructors

Operation Notes

shared_ptr<...>{ } or 
shared_ptr<...>{ nullptr }

Creates an empty shared pointer 
with a std::default_delete<T> and 
a std::allocator<T>.

shared_ptr<...>{ ptr, [del], [alc] } Creates a shared pointer owning the dynamic 
object pointed to by ptr. Uses a std::default 
_delete<T> and a std::allocator<T> by 
default; otherwise, del as deleter, alc as allo-
cator if supplied.

shared_ptr<...>{ sh_ptr } Creates a shared pointer owning the dynamic 
object pointed to by the shared pointer sh_ptr. 
Copies ownership from sh_ptr to the newly 
created shared pointer. Also copies the del-
eter and allocator of sh_ptr.

shared_ptr<...>{ sh_ptr , ptr } An aliasing constructor: the resulting shared 
pointer holds an unmanaged reference to ptr 
but participates in sh_ptr reference counting.

shared_ptr<...>{ move(sh_ptr) } Creates a shared pointer owning the dynamic 
object pointed to by the shared pointer sh_ptr. 
Transfers ownership from sh_ptr to the newly 
created shared pointer. Also moves the del-
eter of sh_ptr.

shared_ptr<...>{ move(u_ptr) } Creates a shared pointer owning the dynamic 
object pointed to by the unique pointer u_ptr. 
Transfers ownership from u_ptr to the newly 
created shared pointer. Also moves the del-
eter of u_ptr.

Table 11-5 provides a listing of most of the supported operations of 
std::shared_ptr. In this table, ptr is a raw pointer, sh_ptr is a shared pointer, 
u_ptr is a unique pointer, del is a deleter, and alc is an allocator.
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Table 11-5: Most of the Supported std::shared_ptr Operations

Operation Notes

~shared_ptr<...>() Calls deleter on the owned object if no other 
owners exist.

sh_ptr1 = sh_ptr2 Copies ownership of owned object and deleter 
from sh_ptr2 to sh_ptr1. Increments number of 
owners by 1. Destroys currently owned object if 
no other owners exist.

sh_ptr = move(u_ptr) Transfers ownership of owned object and deleter 
from u_ptr to sh_ptr. Destroys currently owned 
object if no other owners exist.

sh_ptr1 = move(sh_ptr2) Transfers ownership of owned object and del-
eter from sh_ptr2 to sh_ptr1. Destroys currently 
owned object if no other owners exist.

sh_ptr1.swap(sh_ptr2) Exchanges owned objects and deleters between 
sh_ptr1 and sh_ptr2.

swap(sh_ptr1, sh_ptr2) A free function identical to the swap method. 

sh_ptr.reset() If full, calls deleter on object owned by sh_ptr if 
no other owners exist.

sh_ptr.reset(ptr, [del], [alc]) Deletes currently owned object if no other 
owners exist; then takes ownership of ptr. Can 
optionally provide deleter del and allocator alc. 
These default to std::default_delete<T> and 
std::allocator<T>.

ptr = sh_ptr.get() Returns the raw pointer ptr; sh_ptr retains 
ownership.

*sh_ptr Dereference operator on owned object.

sh_ptr-> Member dereference operator on owned object.

sh_ptr.use_count() References the total number of shared pointers 
owning the owned object; zero if empty.

sh_ptr[index] Returns the element at index (arrays only).

bool{ sh_ptr } bool conversion: true if full, false if empty.

sh_ptr1 == sh_ptr2
sh_ptr1 != sh_ptr2
sh_ptr1 > sh_ptr2
sh_ptr1 >= sh_ptr2
sh_ptr1 < sh_ptr2
sh_ptr1 <= sh_ptr2

Comparison operators; equivalent to evaluating 
comparison operators on raw pointers.

sh_ptr.get_deleter() Returns a reference to the deleter.

Weak Pointers
A weak pointer is a special kind of smart pointer that has no ownership over 
the object to which it refers. Weak pointers allow you to track an object and 
to convert the weak pointer into a shared pointer only if the tracked object still 
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E X E RCISE S

11-1. Reimplement Listing 11-12 to use a std::shared_ptr rather than a 
std::unique_ptr. Notice that although you’ve relaxed the ownership require-
ments from exclusive to non-exclusive, you’re still transferring ownership  
to the say_hello function.

11-2. Remove the std::move from the call to say_hello. Then make an addi-
tional call to say_hello. Notice that the ownership of file_guard is no longer 
transferred to say_hello. This permits multiple calls.

11-3. Implement a Hal class that accepts a std::shared_ptr<FILE> in its con-
structor. In Hal’s destructor, write the phrase Stop, Dave. to the file handle held 
by your shared pointer. Implement a write_status function that writes the phrase 
I'm completely operational. to the file handle. Here’s a class declaration you 
can work from:

struct Hal {
  Hal(std::shared_ptr<FILE> file);
  ~Hal();
  void write_status();
  std::shared_ptr<FILE> file;
};

11-4. Create several Hal instances and invoke write_status on them. Notice 
that you don’t need to keep track of how many Hal instances are open: file 
management gets handled via the shared pointer’s shared ownership model.
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•	 The C++ Standard Library: A Tutorial and Reference, 2nd Edition, by 
Nicolai M. Josuttis (Addison-Wesley Professional, 2012)
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U T I L I T I E S

The stdlib and Boost libraries provide 
a throng of types, classes, and functions 

that satisfy common programming needs. 
Together, this motley collection of tools is 

called utilities. Aside from their small, uncomplicated, 
and focused nature, utilities vary functionally.

In this chapter, you’ll learn about several simple data structures that 
handle many routine situations where you need objects to contain other 
objects. A discussion of dates and times follows, including coverage of several 
provisions for encoding calendars and clocks and for measuring elapsed 
time. The chapter wraps up with a trek through many numerical and math-
ematical tools available to you.

N O T E 	 The discussions of dates/times and numerics/math will be of great interest to certain 
readers and of only passing interest to others. If you are in the latter category, feel free 
to skim these sections.

“See, the world is full of things more powerful than us. But if you 
know how to catch a ride, you can go places,” Raven says. 

“Right. I’m totally hip to what you’re saying.” 
—Neal Stephenson, Snow Crash
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Operation Notes

opt->mbr Member dereference; accesses the mbr member of object 
contained by opt.

*opt
opt.value()

Returns a reference to the object contained 
by opt; value() checks for empty and throws 
bad_optional_access.

opt.value_or(T{ ... }) If opt contains an object, returns a copy; else returns the 
argument. 

bool{ opt }
opt.has_value()

Returns true if opt contains an object, else false.

opt1.swap(opt2)
swap(opt1, opt2)

Swaps the objects contained by opt1 and opt2.

opt.reset() Destroys object contained by opt, which is empty after reset.

opt.emplace(...) Constructs a type in place, forwarding all arguments to 
the appropriate constructor.

make_optional<T>(...) Convenience function for constructing an optional; for-
wards arguments to the appropriate constructor.

opt1 == opt2
opt1 != opt2
opt1 > opt2
opt1 >= opt2
opt1 < opt2
opt1 <= opt2

When evaluating equality of two optional objects, true 
if both are empty or if both contain objects and those 
objects are equal; else false. For comparison, an empty 
optional is always less than an optional containing a 
value. Otherwise, the result is the comparison of the con-
tained types.

pair
A pair is a class template that contains two objects of different types in a 
single object. The objects are ordered, and you can access them via the mem-
bers first and second. A pair supports comparison operators, has defaulted 
copy/move constructors, and works with structured binding syntax.

The stdlib has std::pair in the <utility> header, and Boost has boost::pair 
in the <boost/pair.hpp> header.

N O T E 	 Boost also has boost::compressed_pair available in the <boost/compressed_pair.hpp> 
header. It’s slightly more efficient when one of the members is empty.

First, you create some simple types to make a pair out of, such as the 
simple Socialite and Valet classes in Listing 12-8.

#include <utility>

struct Socialite { const char* birthname; };
struct Valet { const char* surname; };
Socialite bertie{ "Wilberforce" };
Valet reginald{ "Jeeves" };

Listing 12-8: The Socialite and Valet classes

Table 12-2: The Most Supported std::optional Operations (continued)
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Table 12-6: The Most Supported std::variant Operations

Operation Notes

variant<...>{} Constructs an empty variant object. First template 
parameter must be default constructible.

variant<...>{ vt } Copy constructs from vt.

variant<...>{ move(vt) } Move constructs from vt.

variant<...>{ move(t) } Constructs an variant object containing an in-place 
constructed object.

vt = t Destructs the object currently contained by vt;  
copies t.

vt = move(t) Destructs the object currently contained by vt; 
moves t.

vt1 = vt2 Copy assigns from vt2.

vt1 = move(vt2) Move assigns from vt2.

vt.emplace<T>(...) Destructs the object currently contained by vt; con-
structs a T in place, forwarding the arguments ... 
to the appropriate constructor.

vt.reset() Destroys the currently contained object.

vt.index() Returns the zero-based index of the type of the 
currently contained object. (Order determined by 
template parameters of the std::variant.)

vt1.swap(vt2)
swap(vt1, vt2)

Swaps the objects contained by vt1 and vt2.

make_variant<T>(...) Convenience function for constructing a tuple; con-
structs a T in place, forwarding the arguments ... 
to the appropriate constructor.

std::visit(vt, callable) Invokes callable with contained object.

std::holds_alternative<T>(vt) Returns true if the contained object’s type is T.

std::get<I>(vt)
std::get<T>(vt)

Returns contained object if its type is T or the ith 
type. Otherwise, throws std::bad_variant_access 
exception.

std::get_if<I>(&vt)
std::get_if<T>(&vt)

Returns a pointer to the contained object if its type 
is T or the ith type. Otherwise, returns nullptr.

vt1 == vt2
vt1 != vt2
vt1 > vt2
vt1 >= vt2
vt1 < vt2
vt1 <= vt2

Compares the contained objects of vt1 and vt2.

Date and Time
Between stdlib and Boost, a number of libraries are available that handle 
dates and times. When handling calendar dates and times, look to Boost’s 
DateTime library. When you’re trying get the current time or measure elapsed 
time, look to Boost’s or stdlib’s Chrono libraries and to Boost’s Timer library. 
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Distribution Notes

bernoulli_distribution{ p } Bernoulli distribution with success 
probability p. Commonly used 
to model the result of a single, 
Boolean-valued outcome.

binomial_distribution<int>{ n, p } Binomial distribution with n trials and 
success probability p. Commonly 
used to model the number of 
successes when sampling with 
replacement in a series of Bernoulli 
experiments.

geometric_distribution<int>{ p } Geometric distribution with success 
probability p. Commonly used to 
model the number of failures occur-
ring before the first success in a 
series of Bernoulli experiments.

poisson_distribution<int>{ m } Poisson distribution with mean m. 
Commonly used to model the  
number of events occurring in a 
fixed interval of time. 

exponential_distribution<double>{ l } Exponential distribution with mean 
1/l, where l is known as the 
lambda parameter. Commonly 
used to model the amount of 
time between events in a Poisson 
process.

gamma_distribution<double>{ a, b } Gamma distribution with  
shape parameter a and scale 
parameter b. Generalization of  
the exponential distribution and  
chi-squared distribution.

weibull_distribution<double>{ k, l } Weibull distribution with shape 
parameter k and scale parameter l.  
Commonly used to model time to 
failure.

extreme_value_distribution<double>{ a, b } Extreme value distribution with loca-
tion parameter a and scale param-
eter b. Commonly used to model 
maxima of independent random 
variables. Also called the Gumbel 
type-I distribution.

N O T E 	 Boost Math offers more random number distributions in the <boost/math/...> series 
of headers, for example, the beta, hypergeometric, logistic, and inverse normal 
distributions.

Numeric Limits
The stdlib offers the class template std::numeric_limits in the <limits> 
header to provide you with compile time information about various 

Table 12-14: Random Number Distributions in <random> (continued)
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Distribution Notes

hecto Literal: ratio<100, 1>

kilo Literal: ratio<1000, 1>

mega Literal: ratio<1000000, 1>

giga Literal: ratio<1000000000, 1>

Summary
In this chapter, you examined a potpourri of small, simple, focused utilities 
that service common programming needs. Data structures, such as tribool, 
optional, pair, tuple, any, and variant handle many commonplace scenarios 
in which you need to contain objects within a common structure. In the 
coming chapters, a few of these data structures will make repeat appear-
ances throughout the stdlib. You also learned about date/time and numerics/ 
math facilities. These libraries implement very specific functionality, but 
when you have such requirements, these libraries are invaluable.

E X E RCISE S

12-1. Reimplement the narrow_cast in Listing 6-6 to return a std::optional. If 
the cast would result in a narrowing conversion, return an empty optional 
rather than throwing an exception. Write a unit test that ensures your solution 
works.

12-2. Implement a program that generates random alphanumeric passwords and 
writes them to the console. You can store the alphabet of possible characters into 
a char[] and use the discrete uniform distribution with a minimum of zero and a  
maximum of the last index of your alphabet array. Use a cryptographically 
secure random number engine.

F UR T HE R R E A DING
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•	 The Boost C++ Libraries, 2nd Edition, by Boris Schäling (XML Press, 2014)

•	 The C++ Standard Library: A Tutorial and Reference, 2nd Edition, by 
Nicolai M. Josuttis (Addison-Wesley Professional, 2012)
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Operation Notes

a1.swap(a2)
swap(a1, a2)

Exchanges each element of a1 with those of a2.

a.begin() Returns an iterator pointing to the first element.

a.cbegin() Returns a const iterator pointing to the first element.

a.end() Returns an iterator pointing to 1 past the last element.

a.cend() Returns a const iterator pointing to 1 past the last element.

a1 == a2
a1 != a2
a1 > a2
a1 >= a2
a1 < a2
a1 <= a2

Equal if all elements are equal.
Greater than/less than comparisons proceed from first element 
to last.

N O T E 	 The partial operations in Table 13-1 function as quick, reasonably comprehensive 
references. For gritty details, refer to the freely available online references https://
cppreference.com/ and http://cplusplus.com/, as well as Chapter 31 of  The 
C++ Programming Language, 4th Edition, by Bjarne Stroustrup and Chapters 7, 
8, and 12 of  The C++ Standard Library, 2nd Edition, by Nicolai M. Josuttis.

Vectors
The std::vector available in the STL’s <vector> header is a sequential con­
tainer that holds a dynamically sized, contiguous series of elements. A 
vector manages its storage dynamically, requiring no outside help from 
the programmer.

The vector is the workhorse of the sequential-data-structure stable. For 
a very modest overhead, you gain substantial flexibility over the array. Plus, 
vector supports almost all of the same operations as an array and adds a 
slew of others. If you have a fixed number of elements on hand, you should 
strongly consider an array because you’ll get some small reductions in over­
head versus a vector. In all other situations, your go-to sequential container 
is the vector.

N O T E 	 The Boost Container library also contains a boost::container::vector in the  
<boost/container/vector.hpp> header.

Constructing

The class template std::vector<T, Allocator> takes two template param­
eters. The first is the contained type T, and the second is the allocator type 
Allocator, which is optional and defaults to std::allocator<T>.

You have much more flexibility in constructing vectors than you do 
with arrays. A vector supports user-defined allocators because vectors need 
to allocate dynamic memory. You can default construct a vector so it con­
tains no elements. You might want to construct an empty vector so you can 
fill it with a variable number of elements depending on what happens during 
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Operation Notes

v.data() Returns a raw pointer to the first element if array is non-empty. 
For empty arrays, returns a valid but non-dereferencable 
pointer.

v.assign({ ... }) Replaces the contents of v with the elements ....*
v.assign(s, t) Replaces the contents of v with s number of copies of t.*
v.empty() Returns true if vector’s size is zero; otherwise false.
v.size() Returns the number of elements in the vector.
v.capacity() Returns the maximum number of elements the vector could 

hold without having to resize.
v.shrink_to_fit() Might reduce the vector’s storage so capacity() equals 

size().*
v.resize(s, [t]) Resizes v to contain s elements. If this shrinks v, destructs ele-

ments at the end. If this grows v, inserts default constructed 
Ts or copies of t if provided.*

v.reserve(s) Increases the vector’s storage so it can contain at least s 
elements.*

v.max_size() Returns the maximum possible size the vector can resize to.
v.clear() Removes all elements in v, but capacity remains.*
v.insert(itr, t) Inserts a copy of t just before the element pointed to by itr; 

v’s range must contain itr.*
v.push_back(t) Inserts a copy of t at the end of v.*
v.emplace(itr, ...) Constructs a T in place by forwarding the arguments ... to 

the appropriate constructor. Element inserted just before the 
element pointed to by itr.*

v.emplace_back(...) Constructs a T in place by forwarding the arguments ... 
to the appropriate constructor. Element inserted at the end 
of v.*

v1.swap(v2)
swap(v1, v2)

Exchanges each element of v1 with those of v2.*

v1 == v2
v1 != v2
v1 > v2
v1 >= v2
v1 < v2
v1 <= v2

Equal if all elements are equal.
Greater than/less than comparisons proceed from first ele-
ment to last.

Niche Sequential Containers
The vector and array containers are the clear choice in most situations in 
which you need a sequential data structure. If you know the number of ele­
ments you’ll need ahead of time, use an array. If you don’t, use a vector.

You might find yourself in a niche situation where vector and array don’t 
have the performance characteristics you desire. This section highlights a 
number of alternative sequential containers that might offer superior per­
formance characteristics in such a situation.
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Unordered Sets
The std::unordered_set available in the STL’s <unordered_set> header is an 
associative container that contains unsorted, unique keys. The unordered_set 
supports most of the same operations as set and multiset, but its internal 
storage model is completely different.

N O T E 	 Boost also provides a boost::unordered_set in the <boost/unordered_set.hpp> 
header.

Rather than using a comparator to sort elements into a red-black tree, 
an unordered_set is usually implemented as a hash table. You might want to 
use an unordered_set in a situation in which there is no natural ordering 
among the keys and you don’t need to iterate through the collection in 
such an order. You might find that in many situations, you could use either 
a set or an unordered_set. Although they appear quite similar, their internal 
representations are fundamentally different, so they’ll have different per­
formance characteristics. If performance is an issue, measure how both 
perform and use the one that’s more appropriate.

Storage Model: Hash Tables

A hash function, or a hasher, is a function that accepts a key and returns a 
unique size_t value called a hash code. The unordered_set organizes its ele­
ments into a hash table, which associates a hash code with a collection of 
one or more elements called a bucket. To find an element, an unordered_set 
computes its hash code and then searches through the corresponding 
bucket in the hash table.

If you’ve never seen a hash table before, this information might be a 
lot to take in, so let’s look at an example. Imagine you had a large group 
of people that you needed to sort into some kind of sensible groups to find 
an individual easily. You could group people by birthday, which would give 
you 365 groups (well, 366 if you count February 29 for leap years). The birth­
day is like a hash function that returns one of 365 values for each person. 
Each value forms a bucket, and all people in the same bucket have the same 
birthday. In this example, to find a person, you first determine their birth­
day, which gives you the correct bucket. Then you can search through the 
bucket to find the person you’re looking for.

As long as the hash function is quick and there aren’t too many elements 
per bucket, unordered_sets have even more impressive performance than 
their ordered counterparts: the contained element count doesn’t increase 
insertion, search, and deletion times. When two different keys have the 
same hash code, it’s called a hash collision. When you have a hash collision, 
it means that the two keys will reside in the same bucket. In the preceding 
birthday example, many people will have the same birthday, so there will 
be a lot of hash collisions. The more hash collisions there are, the larger 
the buckets will be, and the more time you’ll spend searching through a 
bucket for the correct element.
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Aside from operator[] and at, every operation in Table 13-12 works for 
multimap as well. (Note that the count method can take on values other than 
0 and 1.)

Unordered Maps and Unordered Multimaps

Unordered maps and unordered multimaps are completely analogous 
to unordered sets and unordered multisets. The std::unordered_map and 
std::unordered_multimap are available in the STL’s <unordered_map> header. 
These associative containers typically use a red-black tree like their set 
counterparts. They also require a hash function and an equivalence func­
tion, and they support the bucket interface.

N O T E 	 Boost offers the boost::unordered_map and boost::unordered_multimap in the <boost/
unordered_map.hpp> header.

Niche Associative Containers
Use set, map, and their associated non-unique and unordered counterparts 
as the default choices when you need associative data structures. When 
special needs arise, Boost libraries offer a number of specialized associative 
containers, as highlighted in Table 13-13.

Table 13-13: Special Boost Containers

Class/Header Description

boost::container::flat_map
<boost/container/flat_map.hpp>

Similar to an STL map, but it’s implemented like an 
ordered vector. This means fast random element 
access.

boost::container::flat_set
<boost/container/flat_set.hpp>

Similar to an STL set, but it’s implemented like an 
ordered vector. This means fast random element 
access.

boost::intrusive::*
<boost/intrusive/*.hpp>

Intrusive containers impose requirements on the 
elements they contain (such as inheriting from a 
particular base class). In exchange, they offer 
substantial performance gains.

boost::multi_index_container
<boost/multi_index_container.hpp>

Permits you to create associative arrays taking 
multiple indices rather than just one (like a map).

boost::ptr_map
boost::ptr_set
boost::ptr_unordered_map
boost::ptr_unordered_set
<boost/ptr_container/*.hpp>

Having a collection of smart pointers can be 
suboptimal. Pointer vectors manage a collection 
of dynamic objects in a more efficient and user-
friendly way.

boost::bimap
< boost/bimap.hpp>

A bimap is an associative container that allows 
both types to be used as a key.

boost::heap::binomial_heap
boost::heap::d_ary_heap
boost::heap::fibonacci_heap
boost::heap::pairing_heap
boost::heap::priority_queue
boost::heap::skew_heap
<boost/heap/*.hpp>

The Boost Heap containers implement more 
advanced, featureful versions of priority_queue.
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Graphs and Property Trees
This section discusses two specialized Boost libraries that serve niche but 
valuable purposes: modeling graphs and property trees. A graph is a set of 
objects in which some have a pairwise relation. The objects are called vertices, 
and their relations are called edges. Figure 13-3 illustrates a graph contain­
ing four vertices and five edges. 

1 3

42

Figure 13-3: A graph containing  
four vertices and five edges

Each square represents a vertex, and each arrow represents an edge.
A property tree is a tree structure storing nested key-value pairs. The 

hierarchical nature of a property tree’s key-value pairs makes it a hybrid 
between a map and a graph; each key-value pair has a relation to other 
key-value pairs. Figure 13-4 illustrates an example property tree containing 
nested key-value pairs.

finfisher 2014

LSASS mssounddx.sys 32

(root)

name

archdriverprocess

featuresyear

Figure 13-4: An example property tree

The root element has three children: name, year, and features. In 
Figure 13-4, name has a value finfisher, year has a value 2014, and features 
has three children: process with value LSASS, driver with value mssounddx 
.sys, and arch with value 32.
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N O T E 	 All reverse iterators expose a base method, which will convert the reverse iterator back 
into a normal iterator.

Summary
In this short chapter, you learned all the iterator categories: output, input, 
forward, bidirectional, random-access, and contiguous. Knowing the basic 
properties of each category provides you with a framework for understanding 
how containers connect with algorithms. The chapter also surveyed iterator 
adapters, which enable you to customize iterator behavior, and the auxiliary 
iterator functions, which help you write generic code with iterators. 

E X E RCISE S

14-1. Create a corollary to Listing 14-8 using std::prev rather than std::next.

14-2. Write a function template called sum that accepts a half-open range of 
int objects and returns the sum of the sequence.

14-3. Write a program that uses the Stopwatch class in Listing 12-25 to deter-
mine the runtime performance of std::advance when given a forward iterator 
from a large std::forward_list and a large std::vector. How does the run-
time change with the number of elements in the container? (Try hundreds of 
thousands or millions of elements.)

F UR T HE R R E A DING

•	 The C++ Standard Library: A Tutorial and Reference, 2nd Edition, by 
Nicolai M. Josuttis (Addison-Wesley Professional, 2012)

•	 C++ Templates: The Complete Guide, 2nd Edition, by David Vandevoorde 
et al. (Addison-Wesley, 2017)
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S T R I N G S

The STL provides a special string container 
for human-language data, such as words, 

sentences, and markup languages. Available 
in the <string> header, the std::basic_string is a 

class template that you can specialize on a string’s 
underlying character type. As a sequential container, 
basic_string is essentially similar to a vector but with 
some special facilities for manipulating language. 

STL basic_string provides major safety and feature improvements 
over C-style or null-terminated strings, and because human-language 
data inundates most modern programs, you’ll probably find basic_string 
indispensable. 

If you talk to a man in a language he understands, that goes to his 
head. If you talk to him in his language, that goes to his heart.  

—Nelson Mandela
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Patterns
You build regular expressions using strings called patterns. Patterns repre-
sent a desired set of strings using a particular regular expression grammar 
that sets the syntax for building patterns. In other words, a pattern defines 
the subset of all possible strings that you’re interested in. The STL supports 
a handful of grammars, but the focus here will be on the very basics of the 
default grammar, the modified ECMAScript regular expression grammar 
(see [re.grammar] for details).

Character Classes

In the ECMAScript grammar, you intermix literal characters with special  
markup to describe your desired strings. Perhaps the most common markup 
is a character class, which stands in for a set of possible characters: \d matches 
any digit, \s matches any whitespace, and \w matches any alphanumeric 
(“word”) character.

Table 15-8 lists a few example regular expressions and possible 
interpretations.

Table 15-8: Regular Expression Patterns Using Only Character Classes and Literals

Regex pattern Possibly describes

\d\d\d-\d\d\d-\d\d\d\d An American phone number, such as 202-456-1414
\d\d:\d\d \wM A time in HH:MM AM/PM format, such as 08:49 PM

\w\w\d\d\d\d\d\d An American ZIP code including a prepended state code, 
such as NJ07932

\w\d-\w\d An astromech droid identifier, such as R2-D2
c\wt A three-letter word starting with c and ending with t, such 

as cat or cot

You can also invert a character class by capitalizing the d, s, or w to give 
the opposite: \D matches any non-digit, \S matches any non-whitespace, and 
\W matches any non-word character.

In addition, you can build your own character classes by explicitly enu-
merating them between square brackets []. For example, the character class 
[02468] includes even digits. You can also use hyphens as shortcuts to include 
implied ranges, so the character class [0-9a-fA-F] includes any hexadecimal 
digit whether the letter is capitalized or not. Finally, you can invert a custom 
character class by prepending the list with a caret ^. For example, the character  
class [^aeiou] includes all non-vowel characters.

Quantifiers

You can save some typing by using quantifiers, which specify that the character 
directly to the left should be repeated some number of times. Table 15-9 
lists the regex quantifiers.
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Algorithm Description

erase_first(s1, s2) 
erase_first_copy(s1, s2) 
ierase_first(s1, s2) 
ierase_first_copy(s1, s2)

Erases the first occurrence of s2 in s1

replace_last(s1, s2, r)
replace_last_copy(s1, s2, r) 
ireplace_last(s1, s2, r) 
ireplace_last_copy(s1, s2, r)

Replaces the last occurrence of s2 in s1 with r

erase_last(s1, s2)
erase_last_copy(s1, s2)  
ierase_last(s1, s2)
ierase_last_copy(s1, s2)

Erases the last occurrence of s2 in s1

replace_nth(s1, s2, n, r) 
replace_nth_copy(s1, s2, n, r)  
ireplace_nth(s1, s2, n, r)
ireplace_nth_copy(s1, s2, n, r)  

Replaces the nth occurrence of s2 in s1 with r

erase_nth(s1, s2, n)
erase_nth_copy(s1, s2, n)
ierase_nth(s1, s2, n)
ierase_nth_copy(s1, s2, n)

Erases the nth occurrence of s2 in s1

replace_all(s1, s2, r)
replace_all_copy(s1, s2, r) 
ireplace_all(s1, s2, r)
ireplace_all_copy(s1, s2, r) 

Replaces all occurrences of s2 in s1 with r

erase_all(s1, s2) 
erase_all_copy(s1, s2) 
ierase_all(s1, s2) 
ierase_all_copy(s1, s2)

Erases all occurrences of s2 in s1

replace_head(s, n, r) 
replace_head_copy(s, n, r) 

Replaces the first n characters of s with r

erase_head(s, n)
erase_head_copy(s, n)

Erases the first n characters of s

replace_tail(s, n, r)  
replace_tail_copy(s, n, r)  

Replaces the last n characters of s with r

erase_tail(s, n)
erase_tail_copy(s, n)

Erases the last n characters of s

replace_regex(s, rgx, r)
replace_regex_copy(s, rgx, r)

Replaces the first instance of rgx in s with r

erase_regex(s, rgx) 
erase_regex_copy(s, rgx)

Erases the first instance of rgx in s

replace_all_regex(s, rgx, r)
replace_all_regex_copy(s, rgx, r)

Replaces all instances of rgx in s with r

erase_all_regex(s, rgx)
erase_all_regex_copy(s, rgx)

Erases all instances of rgx in s

Splitting and Joining
Boost String Algorithms contains functions for splitting and joining strings 
in the <boost/algorithm/string/split.hpp> and <boost/algorithm/string/join.hpp>  
headers.
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S T R E A M S

This chapter introduces streams, the major 
concept that enables you to connect inputs 

from any kind of source and outputs to any 
kind of destination using a common framework. 

You’ll learn about the classes that form the base ele-
ments of this common framework, several built-in 
facilities, and how to incorporate streams into user-
defined types.

Streams
A stream models a stream of data. In a stream, data flows between objects,  
and those objects can perform arbitrary processing on the data. When 
you’re working with streams, output is data going into the stream and input 
is data coming out of the stream. These terms reflect the streams as viewed 
from the user’s perspective.

Either write something worth reading or  
do something worth writing.  

—Benjamin Franklin
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parameter and not deal with all the nasty implementation details. (Later in 
the “Output File Streams” on page 542, you’ll learn how to do this.)

Often, you’ll want to perform I/O with the user (or the program’s 
environment). Global stream objects provide a convenient, stream-based 
wrapper for you to work against.

Global Stream Objects

The STL provides several global stream objects in the <iostream> header that 
wrap the input, output, and error streams stdin, stdout, and stderr. These 
implementation-defined standard streams are preconnected channels 
between your program and its executing environment. For example, in a 
desktop environment, stdin typically binds to the keyboard and stdout and 
stderr bind to the console.

N O T E 	 Recall that in Part I you saw extensive use of printf to write to stdout.

Table 16-2 lists the global stream objects, all of which reside in the std 
namespace.

Table 16-2: The Global Stream Objects

Object Type Purpose

cout
wcout

ostream
wostream

Output, like a screen

cin
wcin

istream
wistream

Input, like a keyboard

cerr
wcerr

ostream
wostream

Error output (unbuffered)

clog
wclog

ostream
wostream

Error output (buffered)

So how do you use these objects? Well, stream classes support opera-
tions that you can partition into two categories: 

Formatted operations  Might perform some preprocessing on 
their input parameters before performing I/O

Unformatted operations  Perform I/O directly

The following sections explain each of these categories in turn.

Formatted Operations

All formatted I/O passes through two functions: the standard stream operators, 
operator<< and operator>>. You’ll recognize these as the left and right shift 
operators from “Logical Operators” on page 182. Somewhat confusingly, 
streams overload the left and right shift operators with completely unrelated 
functionality. The semantic meaning of the expression i << 5 depends 
entirely on the type of i. If i is an integral type, this expression means take 
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Table 16-3: Unformatted Read Operations for istream 

Method Description

is.get([c]) Returns next character or writes to character reference c if 
provided.

is.get(s, n, [d])
is.getline(s, n, [d])

The operation get reads up to n characters into the buffer 
s, stopping if it encounters a newline, or d if provided. The 
operation getline is the same except it reads the newline 
character as well. Both write a terminating null character to 
s. You must ensure s has enough space.

is.read(s, n)
is.readsome(s, n)

The operation read reads up to n characters into the buffer s; 
encountering end of file is an error. The operation readsome is 
the same except it doesn’t consider end of file an error. 

is.gcount() Returns the number of characters read by is’s last unformatted 
read operation.

is.ignore() Extracts and discards a single character.
is.ignore(n, [d]) Extracts and discards up to n characters. If d is provided, 

ignore stops if d is found.
is.peek() Returns the next character to be read without extracting.
is.unget() Puts the last extracted character back into the string.
is.putback(c) If c is the last character extracted, executes unget. Otherwise, 

sets the badbit. Explained in the “Stream State” section.

Output streams have corollary unformatted write operations, which 
manipulate streams at a very low level, as summarized in Table 16-4. In this 
table, os is of type std::ostream <T>, s is a char*, and n is a stream size.

Table 16-4: Unformatted Write Operations for ostream

Method Description

os.put(c) Writes c to the stream
os.write(s, n) Writes n characters from s to the stream
os.flush() Writes all buffered data to the underlying device

Special Formatting for Fundamental Types

All fundamental types, in addition to void and nullptr, have input and out-
put operator overloads, but some have special rules:

char and wchar_t  The input operator skips whitespace when assigning 
character types.

char* and wchar_t*  The input operator first skips whitespace and then 
reads the string until it encounters another whitespace or an end-of-file 
(EOF). You must reserve enough space for the input.
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void*  Address formats are implementation dependent for input and 
output operators. On desktop systems, addresses take hexadecimal lit-
eral form, such as 0x01234567 for 32-bit or 0x0123456789abcdef for 64-bit. 

bool  The input and output operators treat Boolean values as numbers: 
1 for true and 0 for false.

Numeric types  The input operator requires that input begin with at 
least one digit. Badly formed input numbers yield a zero-valued result.

These rules might seem a bit strange at first, but they’re fairly straight-
forward once you get used to them. 

N O T E 	 Avoid reading into C-style strings, because it’s up to you to ensure that you’ve allo-
cated enough space for the input data. Failure to perform adequate checking results 
in undefined behavior and possibly major security vulnerabilities. Use std::string 
instead.

Stream State
A stream’s state indicates whether I/O failed. Each stream type exposes the 
constant static members referred to collectively as its bits, which indicate 
a possible stream state: goodbit, badbit, eofbit, and failbit. To determine 
whether a stream is in a particular state, you invoke member functions that 
return a bool indicating whether the stream is in the corresponding state. 
Table 16-5 lists these member functions, the stream state corresponding to 
a true result, and the state’s meaning.

Table 16-5: The Possible Stream States, Their Accessor Methods, and Their Meanings 

Method State Meaning

good() goodbit The stream is in a good working state. 
eof() eofbit The stream encountered an EOF.
fail() failbit An input or output operation failed, but the stream might still 

be in a good working state.
bad() badbit A catastrophic error occurred, and the stream is not in a 

good state.

N O T E 	 To reset a stream’s status to indicate a good working state, you can invoke its clear() 
method.

Streams implement an implicit bool conversion (operator bool), so you 
can check whether a stream is in a good working state simply and directly. 
For example, you can read input from stdin word by word until it encoun-
ters an EOF (or some other failure condition) using a simple while loop. 
Listing 16-5 illustrates a simple program that uses this technique to gener-
ate word counts from stdin.

#include <iostream>
#include <string>
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Opening Files with Streams

You have two options for opening a file with any file stream. The first option 
is the open method, which accepts a const char* filename and an optional 
std::ios_base::openmode bitmask argument. The openmode argument can be 
one of the many possible combinations of values listed in Table 16-9.

Table 16-9: Possible Stream States, Their Accessor Methods, and Their Meanings 

Flag (in std::ios) File Meaning

in Must exist Read
out Created if doesn’t exist Erase the file; then write
app Created if doesn’t exist Append
in|out Must exist Read and write from beginning
in|app Created if doesn’t exist Update at end
out|app Created if doesn’t exist Append
out|trunc Created if doesn’t exist Erase the file; then read and write
in|out|app Created if doesn’t exist Update at end
in|out|trunc Created if doesn’t exist Erase the file; then read and write

Additionally, you can add the binary flag to any of these combinations 
to put the file in binary mode. In binary mode, the stream won’t convert special 
character sequences, like end of line (for example, a carriage return plus a 
line feed on Windows) or EOF.

The second option for specifying a file to open is to use the stream’s 
constructor. Each file stream provides a constructor taking the same argu-
ments as the open method. All file stream classes are RAII wrappers around 
the file handles they own, so the files will be automatically cleaned up 
when the file stream destructs. You can also manually invoke the close 
method, which takes no arguments. You might want to do this if you know 
you’re done with the file but your code is written in such a way that the file 
stream class object won’t destruct for a while. 

File streams also have default constructors, which don’t open any files. 
To check whether a file is open, invoke the is_open method, which takes no 
arguments and returns a Boolean.

Output File Streams

Output file streams provide output stream semantics for character sequences, 
and they all derive from the class template std::basic_ofstream in the <fstream> 
header, which provides the following specializations:

using ofstream = basic_ofstream<char>;
using wofstream = basic_ofstream<wchar_t>;
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Operation Notes

fs >> obj Extracts formatted data from the file stream.
fs << obj Inserts formatted data into the file stream.
fs.tellg() Returns the input position index.
fs.seekg(pos)
fs.seekg(pos, dir)

Sets the input position indicator.

fs.flush() Synchronizes the underlying device.
fs.good()
fs.eof()
fs.bad()
!fs

Inspects the file stream’s bits.

fs.exceptions(flg) Configures the file stream to throw an exception whenever a 
bit in flg gets set.

fs1.swap(fs2)
swap(fs1, fs2)

Exchanges each element of fs1 with one of fs2.

Stream Buffers
Streams don’t read and write directly. Under the covers, they use stream 
buffer classes. At a high level, stream buffer classes are templates that send 
or extract characters. The implementation details aren’t important unless 
you’re planning on implementing your own stream library, but it’s impor-
tant to know that they exist in several contexts. The way you obtain stream 
buffers is by using a stream’s rdbuf method, which all streams provide.

Writing Files to sdout

Sometimes you just want to write the contents of an input file stream directly 
into an output stream. To do this, you can extract the stream buffer pointer 
from the file stream and pass it to the output operator. For example, you can 
dump the contents of a file to stdout using cout in the following way:

cout << my_ifstream.rdbuf()

It’s that easy.

Output Stream Buffer Iterators

Output stream buffer iterators are template classes that expose an output itera-
tor interface that translates writes into output operations on the underlying 
stream buffer. In other words, these are adapters that allow you to use out-
put streams as if they were output iterators. 

To construct an output stream buffer iterator, use the ostreambuf_iterator 
template class in the <iterator> header. Its constructor takes a single output 
stream argument and a single template parameter corresponding to the con-
structor argument’s template parameter (the character type). Listing 16-17 
shows how to construct an output stream buffer iterator from cout.

Table 16-10: A Partial List of std::basic_fstream Operations (continued)
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F I L E S Y S T E M S

This chapter teaches you how to use the 
stdlib’s Filesystem library to perform opera-

tions on filesystems, such as manipulating 
and inspecting files, enumerating directories, 

and interoperating with file streams.
The stdlib and Boost contain Filesystem libraries. The stdlib’s Filesystem 

library grew out of Boost’s, and accordingly they’re largely interchangeable. 
This chapter focuses on the stdlib implementation. If you’re interested in 
learning more about Boost, refer to the Boost Filesystem documentation. 
Boost and stdlib’s implementations are mostly identical.

N O T E 	 The C++ Standard has a history of subsuming Boost libraries. This allows the C++ 
community to gain experience with new features in Boost before going through the 
more arduous process of including the features in the C++ Standard. 

“So, you’re the UNIX guru.” At the time, Randy was still stupid 
enough to be flattered by this attention, when he should have 

recognized them as bone-chilling words. 
—Neal Stephenson, Cryptonomicon
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Filesystem Concepts
Filesystems model several important concepts. The central entity is the file. 
A file is a filesystem object that supports input and output and holds data. 
Files exist in containers called directories, which can be nested within other 
directories. For simplicity, directories are considered files. The directory 
containing a file is called that file’s parent directory.

A path is a string that identifies a specific file. Paths begin with an 
optional root name, which is an implementation-specific string, such 
as C: or //localhost on Windows followed by an optional root directory, 
which is another implementation-specific string, such as / on Unix-like 
systems. The remainder of the path is a sequence of directories separated 
by implementation-defined separators. Optionally, paths terminate in a  
non-directory file. Paths can contain the special names “.” and “..”, which 
mean current directory and parent directory, respectively.

A hard link is a directory entry that assigns a name to an existing file, 
and a symbolic link (or symlink) assigns a name to a path (which might or 
might not exist). A path whose location is specified in relation to another 
path (usually the current directory) is called a relative path, and a canonical 
path unambiguously identifies a file’s location, doesn’t contain the special 
names “.” and “..”, and doesn’t contain any symbolic links. An absolute path is 
any path that unambiguously identifies a file’s location. A major difference 
between a canonical path and an absolute path is that a canonical path 
cannot contain the special names “.” and “..”.

W A R N I N G 	 The stdlib filesystem might not be available if the target platform doesn’t offer a hierar-
chical filesystem.

std::filesystem::path
The std::filesystem::path is the Filesystem library’s class for modeling a 
path, and you have many options for constructing paths. Perhaps the two 
most common are the default constructor, which constructs an empty path, 
and the constructor taking a string type, which creates the path indicated 
by the characters in the string. Like all other filesystem classes and functions, 
the path class resides in the <filesystem> header.

In this section, you’ll learn how to construct a path from a string repre
sentation, decompose it into constituent parts, and modify it. In many 
common system- and application-programming contexts, you’ll need to 
interact with files. Because each operating system has a unique represen-
tation for filesystems, the stdlib’s Filesystem library is a welcome abstraction 
that allows you to write cross-platform code easily.

Constructing Paths
The path class supports comparison with other path objects and with string 
objects using the operator==. But if you just want to check whether the path is  
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Operation Notes

p.c_str()
p.native()

Returns the native-string representation of p.

p.begin()
p.end()

Accesses the elements of a path sequentially as a half-
open range.

s << p Writes p into s.

s >> p Reads s into p.

p1.swap(p2)
swap(p1, p2)

Exchanges each element of p1 with the elements of p2.

p1 == p2
p1 != p2
p1 > p2
p1 >= p2
p1 < p2
p1 <= p2

Lexicographically compares two paths p1 and p2.

Files and Directories
The path class is the central element of the Filesystem library, but none of 
its methods actually interact with the filesystem. Instead, the <filesystem> 
header contains non-member functions to do this. Think of path objects as 
the way you declare which filesystem components you want to interact with 
and think of the <filesystem> header as containing the functions that per-
form work on those components.

These functions have friendly error-handling interfaces and allow you 
to break paths into, for example, directory name, filename, and extension. 
Using these functions, you have many tools for interacting with the files in 
your environment without having to use an operating-specific application 
programming interface.

Error Handling
Interacting with the environment’s filesystem involves the potential for 
errors, such as files not found, insufficient permissions, or unsupported 
operations. Therefore, each non-member function in the Filesystem library 
that interacts with the filesystem must convey error conditions to the caller.  
These non-member functions provide two options: throw an exception or 
set an error variable.

Each function has two overloads: one that allows you to pass a refer-
ence to a std::system_error and one that omits this parameter. If you provide 
the reference, the function will set the system_error equal to an error condi-
tion, should one occur. If you don’t provide this reference, the function will 
throw a std::filesystem::filesystem_error (an exception type inheriting from 
std::system_error) instead.
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Table 17-2: A Summary of std::filestystem::directory_iterator Operations 

Operation Notes

directory_iterator{} Constructs the end iterator.
directory_iterator{ p, [op], [ec] } Constructs a directory iterator referring to 

the directory p. The argument op defaults to 
none. If provided, ec receives error conditions 
rather than throwing an exception. 

directory_iterator { d }
d1 = d2

Copies construction/assignment.

directory_iterator { move(d) }
d1 = move(d2)

Moves construction/assignment.

Directory Entries
The input iterators directory_iterator and recursive_directory_iterator  
produce a std::filesystem::directory_entry element for each entry they 
encounter. The directory_entry class stores a path, as well as some attributes 
about that path exposed as methods. Table 17-3 lists these methods. Note 
that de is a directory_entry in the table.

Table 17-3: A Summary of std::filesystem::directory_entry Operations

Operation Description

de.path() Returns the referenced path.
de.exists() Returns true if the referenced path exists on the filesystem.
de.is_block_file() Returns true if the referenced path is a block device.
de.is_character_file() Returns true if the referenced path is a character device.
de.is_directory() Returns true if the referenced path is a directory.
de.is_fifo() Returns true if the referenced path is a named pipe.
de.is_regular_file() Returns true if the referenced path is a regular file.
de.is_socket() Returns true if the referenced path is a socket.
de.is_symlink() Returns true if the referenced path is a symlink
de.is_other() Returns true if the referenced path is something else.
de.file_size() Returns the size of the referenced path.
de.hard_link_count() Returns the number of hard links to the referenced path.
de.last_write_time([t]) If t is provided, sets the last modified time of the refer-

enced path; otherwise, it returns the last modified time.
de.status() 
de.symlink_status()

Returns a std::filesystem::file_status for the refer-
enced path.

You can employ directory_iterator and several of the operations in 
Table 17-3 to create a simple directory-listing program, as Listing 17-7 
illustrates.
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A L G O R I T H M S

An algorithm is a procedure for solving a 
class of problems. The stdlib and Boost 

libraries contain a multitude of algorithms 
that you can use in your programs. Because 

many very smart people have put a lot of time into 
ensuring these algorithms are correct and efficient, 
you should usually not attempt to, for example, write 
your own sorting algorithm.

Because this chapter covers almost the entire stdlib algorithm suite, 
it’s lengthy; however, the individual algorithm presentations are succinct. 
On first reading, you should skim through each section to survey the wide 
range of algorithms available to you. Don’t try to memorize them. Instead, 
focus on getting insight into the kinds of problems you can solve with them 
as you write code in the future. That way, when you need to use an algo-
rithm, you can say, “Wait, didn’t someone already invent this wheel?”

And that’s really the essence of programming. By the time you’ve 
sorted out a complicated idea into little steps that even a stupid 

machine can deal with, you’ve learned something about it yourself. 
—Douglas Adams, Dirk Gently’s Holistic Detective Agency
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Before you begin working with the algorithms, you’ll need some ground-
ing in complexity and parallelism. These two algorithmic characteristics are 
the main drivers behind how your code will perform.

Algorithmic Complexity
Algorithmic complexity describes the difficulty of a computational task. One 
way to quantify this complexity is with Bachmann-Landau or “Big O” notation. 
Big O notation characterizes functions according to how computation grows 
with respect to the size of input. This notation only includes the leading 
term of the complexity function. The leading term is the one that grows most 
quickly as input size increases. 

For example, an algorithm whose complexity increases by roughly a 
fixed amount for each additional input element has a Big O notation of 
O(N), whereas an algorithm whose complexity doesn’t change given addi-
tional input has a Big O notation of O(1). 

This chapter characterizes the stdlib’s algorithms that fall into five 
complexity classes, as outlined in the list that follows. To give you some idea 
of how these algorithms scale, each class is listed with its Big O notation 
and an idea of roughly how many additional operations would be required 
due to the leading term when input increases from 1,000 elements to 
10,000 elements. Each example provides an operation with the given  
complexity class, where N is the number of elements involved in the 
operation:

Constant time O(1)  No additional computation. An example is deter-
mining the size of a std::vector.

Logarithmic time O(log N)  About one additional computation. An 
example is finding an element in a std::set.

Linear time O(N)  About 9,000 additional computations. An example 
is summing all the elements in a collection.

Quasilinear time O(N log N)  About 37,000 additional computations. 
An example is quicksort, a commonly used sorting algorithm.

Polynomial (or quadratic) time O(N2)  About 99,000,000 additional 
computations. An example is comparing all the elements in a collection 
with all the elements in another collection.

An entire field of computer science is dedicated to classifying computa-
tional problems according to their difficulty, so this is an involved topic. This 
chapter mentions each algorithm’s complexity according to how the size of 
the target sequence affects the amount of required work. In practice, you 
should profile performance to determine whether an algorithm has suitable 
scaling properties. But these complexity classes can give you a sense of how 
expensive a particular algorithm is.
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Boost Algorithm
Boost Algorithm is a large algorithm library that overlaps partially with the 
standard library. For space reasons, Table 18-5 lists only a quick reference to 
those algorithms not already contained in the standard library. Refer to the 
Boost Algorithm documentation for further information.

Table 18-5: Additional Algorithms Available in Boost Algorithm

Algorithm Description

boyer_moore
boyer_moore_horspool
knuth_morris_pratt

Fast algorithms for searching sequences of values

hex
unhex

Writes/reads hexadecimal characters

gather Takes a sequence and moves elements satisfying a 
predicate into a given position

find_not Finds the first element in a sequence not equal to a 
value

find_backward Like find but works backward 

is_partitioned_until Returns the end iterator for the largest partitioned sub-
sequence that begins with the target sequence’s first 
element

apply_permutation
apply_reverse_permutation

Takes an item sequence and an order sequence and 
reshuffles the item sequence according to the order 
sequence

is_palindrome Returns true if a sequence is a palindrome

A NOT E ON R A NGE S

Chapter 8 introduced range expressions as part of the range-based for loop. 
Recall from this discussion that a range is a concept that exposes begin and end 
methods that return iterators. Because you can place requirements on iterators 
to support certain operations, you can place transitive requirements on ranges so 
they provide certain iterators. Each algorithm has certain operational require-
ments, and these are reflected in the sorts of iterators they require. Because you 
can encapsulate an algorithm’s input sequence requirements in terms of ranges, 
you must understand the various range types to understand each algorithm’s 
constraints.

(continued)
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C O N C U R R E N C Y  A N D 

P A R A L L E L I S M

In programming, concurrency means two or 
more tasks running in a given time period. 

Parallelism means two or more tasks running 
at the same instant. Often, these terms are used 

interchangeably without negative consequence, because 
they’re so closely related. This chapter introduces the 
very basics of both concepts. Because concurrent and 
parallel programming are huge and complicated topics, thorough treat-
ment requires an entire book. You’ll find such books in the “Further 
Reading” section at the end of this chapter.

In this chapter, you’ll learn about concurrent and parallel program-
ming with futures. Next, you’ll learn how to share data safely with mutexes, 
condition variables, and atomics. Then the chapter illustrates how execution 
policies help to speed up your code but also contain hidden dangers. 

The Senior Watchdog had her own watchwords:  
“Show me a completely smooth operation and I’ll show you  

someone who’s covering mistakes. Real boats rock.”  
—Frank Herbert, Chapterhouse: Dune
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Concurrent Programming
Concurrent programs have multiple threads of execution (or simply threads), 
which are sequences of instructions. In most runtime environments, the 
operating system acts as a scheduler to determine when a thread executes 
its next instruction. Each process can have one or more threads, which 
typically share resources, such as memory, with each other. Because the 
scheduler determines when threads execute, the programmer can’t gener-
ally rely on their ordering. In exchange, programs can execute multiple 
tasks in the same time period (or at the same time), which often results in 
serious speedups. To observe any speedup from the serial to the concurrent 
version, your system will need concurrent hardware, for example, a multi-
core processor.

This section begins with asynchronous tasks, a high-level method for 
making your programs concurrent. Next, you’ll learn some basic methods for 
coordinating between these tasks when they’re handling shared mutable state. 
Then you’ll survey some low-level facilities available to you in the stdlib for 
unique situations in which the higher-level tools don’t have the performance 
characteristics you require.

Asynchronous Tasks
One way to introduce concurrency into your program is by creating asyn-
chronous tasks. An asynchronous task doesn’t immediately need a result. To 
launch an asynchronous task, you use the std::async function template in 
the <future> header.

async

When you invoke std::async, the first argument is the launch policy std::launch, 
which takes one of two values: std::launch::async or std::launch::deferred. If 
you pass launch::async, the runtime creates a new thread to launch your task. 
If you pass deferred, the runtime waits until you need the task’s result before 
executing (a pattern sometimes called lazy evaluation). This first argument is 
optional and defaults to async|deferred, meaning it’s up to the implementation 
which strategy to employ. The second argument to std::async is a function 
object representing the task you want to execute. There are no restrictions on 
the number or type of arguments the function object accepts, and it might 
return any type. The std::async function is a variadic template with a func-
tion parameter pack. Any additional arguments you pass beyond the function 
object will be used to invoke the function object when the asynchronous task 
launches. Also, std::async returns an object called a std::future.

The following simplified async declaration helps to summarize:

std::future<FuncReturnType> std::async([policy], func, Args&&... args);

Now that you know how to invoke async, let’s look at how to interact with 
its return value.
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N E T W O R K  P R O G R A M M I N G 

W I T H   B O O S T  A S I O

Boost Asio is a library for low-level I/O 
programming. In this chapter, you’ll learn 

about Boost Asio’s basic networking facilities, 
which enable programs to interact easily and 

efficiently with network resources. Unfortunately, the 
stdlib doesn’t contain a network-programming library 
as of C++17. For this reason, Boost Asio plays a cen-
tral role in many C++ programs with a networking 
component.

Although Boost Asio is the primary choice for C++ developers who want 
to incorporate cross-platform, high-performance I/O into their programs, it’s 
a notoriously complicated library. This complication combined with an unfa-
miliarity with low-level network programming might be too overwhelming for 
newcomers. If you find this chapter obtuse or if you don’t need information 
on network programming, you can skip this chapter.

Anyone who has lost track of time when using a computer knows 
the propensity to dream, the urge to make dreams come true, and 

the tendency to miss lunch. 
—Tim Berners-Lee
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N O T E 	 Boost Asio also contains facilities for I/O with serial ports, streams, and some operating 
system–specific objects. In fact, the name is derived from the phrase “asynchronous I/O.” 
See the Boost Asio documentation for more information.

The Boost Asio Programming Model
In the Boost programming model, an I/O context object abstracts the oper-
ating system interfaces that handle asynchronous data processing. This 
object is a registry for I/O objects, which initiate asynchronous operations. 
Each object knows its corresponding service, and the context object medi-
ates the connection.

N O T E 	 All Boost Asio classes appear in the <boost/asio.hpp> convenience header.

Boost Asio defines a single service object, boost::asio::io_context. Its 
constructor takes an optional integer argument called the concurrency hint, 
which is the number of threads the io_context should allow to run concur-
rently. For example, on an eight-core machine, you might construct an 
io_context as follows:

boost::asio::io_context io_context{ 8 };

You’ll pass the same io_context object into the constructors of your I/O 
objects. Once you’ve set up all your I/O objects, you’ll call the run method on 
the io_context, which will block until all pending I/O operations complete.

One of the simplest I/O objects is the boost::asio::steady_timer, which 
you can use to schedule tasks. Its constructor accepts an io_context object 
and an optional std::chrono::time_point or std::chrono_duration. For example, 
the following constructs a steady_timer that expires in three seconds:

boost::asio::steady_timer timer{
  io_context, std::chrono::steady_clock::now() + std::chrono::seconds{ 3 }
};

You can wait on the timer with a blocking or a non-blocking call. To 
block the current thread, you use the timer’s wait method. The result is 
essentially similar to using std::this_thread::sleep_for, which you learned 
about in “Chrono” on page 387. To wait asynchronously, you use the 
timer’s async_wait method. This accepts a function object referred to as a 
callback. The operating system will invoke the function object once it’s time 
for the thread to wake up. Due to complications arising from modern oper-
ating systems, this might or might not be due to the timer’s expiring. 

Once a timer expires, you can create another timer if you want to 
perform an additional wait. If you wait on an expired timer, it will return 
immediately. This is probably not what you intend to do, so make sure you 
wait only on unexpired timers.

To check whether the timer has expired, the function object must accept 
a boost::system::error_code. The error_code class is a simple class that represents 
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Sometimes it makes sense to create additional threads and assign them 
to processing I/O. Often, one thread will suffice. You must measure whether 
the optimization (and attendant difficulties arising from concurrent code) 
are worth it.

Summary
This chapter covered Boost Asio, a library for low-level I/O programming. 
You learned the basics of queuing asynchronous tasks and providing a thread 
pool in Asio, as well as how to interact with its basic networking facilities. You 
built several programs, including a simple HTTP client using synchronous 
and asynchronous approaches and an echo server.

E X E RCISE S

20-1. Use the Boost Asio documentation to investigate the UDP class analogs to 
the TCP classes you’ve learned about in this chapter. Rewrite the uppercasing 
echo server in Listing 20-14 as a UDP service.

20-2. Use the Boost Asio documentation to investigate the ICMP classes. Write 
a program that pings all hosts on a given subnetwork to perform network 
analysis. Investigate Nmap, a network-mapping program available for free at 
https://nmap.org/.

20-3. Investigate the Boost Beast documentation. Rewrite Listings 20-10 and 
20-11 using Beast.

20-4. Use Boost Beast to write an HTTP server that serves files from a direc-
tory. For help, refer to the Boost Beast example projects available in the 
documentation.

F UR T HE R R E A DING

•	 The TCP/IP Guide by Charles M. Kozierok (No Starch Press, 2005) 

•	 Tangled Web: A Guide to Securing Modern Web Applications by Michal 
Zalewski (No Starch Press, 2012) 

•	 The Boost C++ Libraries, 2nd Edition, by Boris Schäling (XML Press, 2014)

•	 Boost.Asio C++ Network Programming, 2nd Edition, by Wisnu Anggoro 
and John Torjo (Packt, 2015)





21
W R I T I N G  A P P L I C A T I O N S

This chapter contains a potpourri of impor-
tant topics that will add to your practical 

understanding of C++ by teaching you the 
basics of building real-world applications. It 

begins with a discussion of program support built into 
C++ that allows you to interact with the application life 
cycle. Next, you’ll learn about Boost ProgramOptions, 
an excellent library for developing console applications. 
It contains facilities to accept input from users without 
your having to reinvent the wheel. Additionally, you’ll 
learn some special topics about the preprocessor and 
compiler that you’ll likely come across when building 
an application whose source exceeds a single file.

For a bunch of hairless apes, we’ve actually managed  
to invent some pretty incredible things. 
—Ernest Cline, Ready Player One
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optimizer usually eliminates and reorders instructions. In short, you usually 
want to turn off optimizations while you’re programming, but turn them on 
during testing and in production. Accordingly, compilers typically provide 
several optimization options. Table 21-1 describes one such example—the 
optimization options available in GCC 8.3, although these flags are fairly 
ubiquitous across the major compilers.

Table 21-1: GCC 8.3 Optimization Options

Flag Description

-O0 (default) Reduces compilation time by turning off optimizations. Yields a 
good debugging experience but suboptimal runtime performance.

-O or -O1 Performs the majority of available optimizations, but omits those that 
can take a lot of (compile) time.

-O2 Performs all optimizations at -O1, plus nearly all optimizations that 
don’t substantially increase binary size. Compilation might take 
much longer than with -O1.

-O3 Performs all optimizations at -O2, plus many optimizations that can 
substantially increase binary size. Again, this increases compilation 
time over -O1 and -O2.

-Os Optimizes similarly to -O2 but with a priority for decreasing binary 
size. You can think of this (loosely) as a foil to -O3, which is willing 
to increase binary size in exchange for performance. Any -O2 opti­
mizations that don’t increase binary size are performed.

-Ofast Enables all -O3 optimizations, plus some dangerous optimizations 
that might violate standards compliance. Caveat emptor.

-Og Enables optimizations that don’t degrade the debugging experi­
ence. Provides a good balance of reasonable optimizations, fast 
compilation, and ease of debugging.

As a general rule, use -O2 for your production binary unless you have a 
good reason to change it. For debugging, use -Og.

Linking with C
You can allow C code to incorporate functions and variables from your pro-
grams using language linkage. Language linkage instructs the compiler to 
generate symbols with a specific format friendly to another target language. 
For example, to allow a C program to use your functions, you simply add 
the extern "C" language linkage to your code.

Consider the sum.h header in Listing 21-21, which generates a 
C-compatible symbol for sum.

 // sum.h
#pragma once
extern "C" int sum(const int* x, int len);

Listing 21-21: A header that makes the sum function available to C linkers



712   Chapter 21

Now the compiler will generate objects that the C linker can use. To use 
this function within C code, you simply declare the sum function per usual:

int sum(const int* x, size_t len);

Then instruct your C linker to include the C++ object file.

N O T E 	 According to the C++ Standard, pragma is a method to provide additional informa-
tion to the compiler beyond what is embedded in the source code. This information is 
implementation defined, so the compiler isn’t required to use the information specified 
by the pragma in any way. Pragma is the Greek root for “a fact.”

You can also interoperate the opposite way: use C compiler output 
within your C++ programs by giving the linker the C compiler-generated 
object file.

Suppose a C compiler generated a function equivalent to sum. You could 
compile using the sum.h header, and the linker would have no problem con-
suming the object file, thanks to language linkage.

If you have many externed functions, you can use braces {}, as 
Listing 21-22 illustrates.

// sum.h
#pragma once

extern "C" {
  int sum_int(const int* x, int len);
  double sum_double(const double* x, int len);
--snip--
}

Listing 21-22: A refactoring of Listing 21-21 containing multiple functions with the extern 
modifier.

The sum_int and sum_double functions will have C language linkage.

N O T E 	 You can also interoperate between C++ and Python with Boost Python. See the Boost 
documentation for details.

Summary
In this chapter, you first learned about program support features that 
allow you to interact with the application life cycle. Next, you explored 
Boost ProgramOptions, which allows you to accept input from users eas-
ily using a declarative syntax. Then you examined some selected topics 
in compilation that will be helpful as you expand your C++ application 
development horizons.
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E X E RCISE S

21-1. Add graceful keyboard interrupt handling to the asynchronous upper­
casing echo server in Listing 20-12. Add a kill switch with static storage 
duration that the session objects and acceptors check before queueing 
more asynchronous I/O.

21-2. Add program options to the asynchronous HTTP client in Listing 20-10. It 
should accept options for the host (like www.nostarch.com) and one or more  
resources (like /index.htm). It should create a separate request for each resource.

21-3. Add another option to your program in exercise 21-2 that accepts a 
directory where you’ll write all the HTTP responses. Derive a filename from 
each host/resource combination.

21-4. Implement the mgrep program. It should incorporate many of the libraries 
you’ve learned about in Part II. Investigate the Boyer-Moore search algorithm in 
Boost Algorithm (in the <boost/algorithm/searching/boyer_moore.hpp> header). 
Use std::async to launch tasks and determine a way to coordinate work 
between them.

F UR T HE R R E A DING

•	 The Boost C++ Libraries, 2nd Edition, by Boris Schäling (XML Press, 2014)

•	 API Design for C++ by Martin Reddy (Morgan Kaufmann, 2011)





Symbols and Numbers
::testing::, 328
=0 (pure virtual methods), 138
2001: A Space Odyssey, li, 353
The 300, 685
42six, 500 
<algorithm>, 576–628
<any>, 378–379
<array>, 408
<atomic>, 653
/bin/sh (and std::system), 697
<bitset>, 432–433
<boost/algorithm/

searching/boyer_moore.hpp>, 713
string/case_conv.hpp>, 515
string/classification.hpp>, 512, 513
string/find.hpp>, 519
string/finder.hpp>, 514
string/join.hpp>, 517
string/predicate.hpp>, 511
string/replace.hpp>, 515
string/split.hpp>, 517
string/trim.hpp>, 515

<boost/any.hpp>, 378
<boost/array.hpp>, 408
<boost/asio.hpp>, 664
<boost/bimap.hpp>, 453
<boost/chrono.hpp>, 387
<boost/circular_buffer.hpp>, 434
<boost/container/

deque.hpp>, 424
flat_map.hpp>, 453
flat_set.hpp>, 453
list.hpp>, 425
set.hpp>, 435
slist.hpp>, 434
small_vector.hpp>, 434
stable_vector.hpp>, 434
static_vector.hpp>, 434

<boost/date_time/
posix_time/posix_time.hpp>, 386
time_zone_base.hpp>, 386

<boost/graph/
adjacency_list.hpp>, 455
adjacency_matrix.hpp>, 455
edge_list.hpp>, 455

<boost/heap/*.hpp>, 453
<boost/intrusive/*.hpp>

associative containers, 453
sequential containers, 434

<boost/lexical_cast.hpp>, 500
<boost/logic/tribool.hpp>, 370
<boost/math/constants/constants.hpp>, 394
<boost/multi_array.hpp>, 434
<boost/multi_index_container.hpp>, 453
<boost/numeric/conversion/converter 

.hpp>, 401
<boost/optional.hpp>, 372
<boost/pair.hpp>, 374
<boost/program_options.hpp>, 700
<boost/property_tree/

json_parser.hpp>, 456
ptree.hpp>, 456

<boost/ptr_container/*.hpp>
associative containers, 453
sequential containers, 434

<boost/smart_ptr/
intrusive_ptr.hpp>, 363
shared_array.hpp>, 356
shared_ptr.hpp>, 356

<boost/test/included/unit_test.hpp>, 318
<boost/timer/timer.hpp>, 390
<boost/tuple/tuple.hpp>, 376
<boost/unordered_map.hpp>, 453
<boost/unordered_set.hpp>

multiset, 446
set, 442

<boost/variant.hpp>, 379
[[carries_dependency]], 224
<chrono>, 

Chrono library, 387
literals, 197

<cmath>, 393
<complex>, 393
<condition_variable>, 656

I N D E X





Index   717

address space layout randomization 
(ASLR), 69

adjacent difference (operation), 633
Advanced Package Tool (APT), 10
After (HippoMocks), 333
Alexandrescu, Andrei, 178 
algorithm, xlviii, 407, 573

complexity, 574
allocation

object lifecycle, 90
dynamic storage, 95
smart pointers, 341

AlphaHistogram, 275
alt-J, 526
American Standard Code for 

Information Interchange. 
See ASCII

An, 328
Anathem (Stephenson), 84
AND operator

Boolean &, 182
logical &&, 182

The Answer to the Ultimate Question 
of Life, the Universe, and 
Everything, 251

AnyNumber, 328
Apple, 8, 32. See macOS
Approx, 307
APT (Advanced Package Tool), 10
Aqua Teen Hunger Force, 514
arg (std::complex), 394
argc and argv

Boost ProgramOptions, 704
main, 272

arguments (to a function), 16
arithmetic operators, 182
array

decay to a pointer, 72–74
description, 42–43
dynamic, 96
initialization of, 61
new/delete expressions, 96
reference, 175
size of, 45
std::array, 408 

The Art of Assembly Language, 2nd Edition 
(Hyde), xxxix 

ASCII (American Standard Code for 
Information Interchange)

table, 47
example histogram, 274
string comparisons, 488

asin, 392, 394
asinh, 393 
Asimov, Isaac, 273–274
ASLR (address space layout 

randomization), 69
ASSERT_

ANY_THROW, 312
DOUBLE_EQ, 312
EQ, 312
FALSE, 312
FLOAT_EQ, 312
GE, 312
GT, 312
HRESULT_FAILED, 312
HRESULT_SUCCEEDED, 312
LE, 312
LT, 312
NE, 312
NO_THROW, 312
STRCASEEQ, 312
STRCASENE, 312
STREQ, 312
STRNE, 312
THROW, 312
TRUE, 312

assertions
with Boost Test, 319
with Catch, 305
description of, 288 
with Google Test, 312

assert_that, 288
assigned numbers (IANA), 667
assignment operator, 184
associative

arrays, 446
containers, 434

asterisk (the many uses of), 70
asynchronous 

operations, 664
procedure call, 651
task, 640

atan, 392, 394
atanh, 393
atomic, 653
AtLeast, 328
AtMost, 328
attribute, 223
Aumasson, Jean-Philippe, 396
Austin Powers: International Man of 

Mystery, 515



























730   Index

std:: (continued)
lognormal_distribution, 399
lower_bound, 617
make_heap, 635
make_move_iterator, 476
make_reverse_iterator, 478
make_shared, 356
make_unique, 350
map, 446
match_results, 507
max, 626
max_element, 627
merge, 625
min, 626
min_element, 627
minmax, 626
minus, 629
mismatch, 587
modulus, 629
move, 125, 161
mtt19937_64, 396
multimap, 452
multiplies, 629
multiset, 441
mutex, 649
next, 473
noboolalpha, 535
none_of, 578
normal_distribution, 399
nth_element, 616
nullopt, 372
numeric_limits, 188, 401
oct, 535
optional, 372
ostream, 529
ostringstream, 538
out_of_range, 101, 448, 499
overflow_error, 102
pair, 374, 455, 627
partial_sort, 614
partial_sum, 634
partition, 622
partition_copy, 622
plus, 629
poisson_distribution, 400
pop_heap, 635
prev, 473
priority_queue, 430
push_heap, 635
queue, 429
quick_exit, 696
quoted, 554

random_device, 396
ratio, 403
ratio_multiply, 403
real, 393
recursive_mutex, 649
recursive_timed_mutex, 649
reduce, 631
regex, 506
regex_replace, 509
remove, 603
replace, 600
reverse, 606
runtime_error, 98, 102
rvalue, 126
sample, 607
scientific, 535
scoped_lock, 651
search, 590
search_n, 591
set, 435
set_difference, 636
set_intersection, 636
set_symmetric_difference, 636
set_union, 636
setprecision, 533, 535
setw, 535
shared_lock, 651
shared_mutex, 649
shared_ptr, 356
shared_timed_mutex, 649
shuffle, 609
signal, 699
size, 45
sort, xlix, 611, 659–660
sort_heap, 635
stable_partition, 624
stable_sort, 612
stack, 427
string, 482, 511
string_literals, 484 
strncpy, 109
student_t_distribution, 399
sub_match, 508
swap_ranges, 597
system, 697
system_error, 102
terminate, 105, 694
this_thread, 389, 664, 658
thread, 658
timed_mutex, 649
transform, 598, 660
transform_exclusive_scan, 636



Index   731

transform_inclusive_scan, 636
transform_reduce, 636
tuple, 376
type_traits, 188
u16string, 482
u16string_view, 500
u32string, 482
u32string_view, 500
underflow_error, 102
uniform_int_distribution, 398
uniform_real_distribution, 399
uninitialized_copy, 636
uninitialized_copy_n, 636
uninitialized_default_construct, 636
uninitialized_default_construct_n, 

636
uninitialized_fill, 636
uninitialized_fill_n, 636
uninitialized_move, 636
uninitialized_move_n, 636
uninitialized_value_construct, 636
uninitialized_value_construct_n, 636
unique, 605
unique_lock, 651
unique_ptr, liv, 349
unordered_map, 453
unordered_multimap, 453
unordered_multiset, 446
unordered_set, 442
upper_bound, 618
variant, 379
vector, xlix, 415, 470
wait_for, 642
wait_until, 642
wcerr, 525
wcin, 525
wclog, 525
wcout, 525
wcsub_match, 508
weak_ptr, 361
weibull_distribution, 400
wistringstream, 539
wostringstream, 538
wregex, 506
ws, 533
wssub_match, 508
wstring, 482
wstring_view, 500

stderr, 525
stdin, 525
stdlib, i, xlviii, xxxii, xlviii–xlix 
stdout, 525

step function, 17
Stopwatch, 479, 643
storage duration, li, 89–98
storage type (any), 378
stormtroopers, 79
stream, 523

buffer classes, 546
state, 530

strict mock, 326
string, 45

as array, 46 
conversion, 498
literal, 46
SimpleString class, 107
stream classes, 538
view, 500

strlen, 109
Stroustrup, Bjarne, xxv, xxxii xxxvii, 

137, 159, 198, 415 
struct, 52

vs. class, 57
structured binding, 222

declaration, 114
structured exception handling, lii
stub, 289
submatch (regex), 507
subscribe, 283
subscript operator [], 185
subtraction -, 183
suffix modifier, 244
sum, 29
Super C, xxxix
Sutton, Andrew, 170
switch statement, 50, 229
symbolic link, 552
synchronization primitive, 649
syntactic requirements, 166
system ports, 684

T
The Taming of the Shrew 

(Shakespeare), 82
tan, 392, 394
tanh, 393
Taxonomist, 62
TCP (Transmission Control 

Protocol), 666
TearDown, 314
tebibyte, 498
telnet, 667











C ++
C R A S H  C O U R S E

C ++
C R A S H  C O U R S E

J O S H  L O S P I N O S O

A  F A S T - P A C E D  I N T R O D U C T I O N

O P T I M I Z E D
C O M P I L E D  A N D
M O D E R N  C + + ,

O P T I M I Z E D
C O M P I L E D  A N D
M O D E R N  C + + ,

C++ is one of the most widely used languages for 
real-world software. In the hands of a knowledgeable 
programmer, C++ can produce small, efficient, and 
readable code that any programmer would be proud of.

Written for intermediate to advanced programmers, 
C++ Crash Course cuts through the weeds to get 
straight to the core of C++17, the most modern 
revision of the ISO standard. Part I covers the core 
C++ language, from types and functions to the object 
life cycle and expressions. Part II introduces the C++ 
Standard Library and Boost Libraries, where you’ll 
learn about special utility classes, data structures, 
and algorithms, as well as how to manipulate file 
systems and build high-performance programs that 
communicate over networks.

You’ll learn all the major features of modern C++, 
including:

• Fundamental types, reference types, and user-
defined types

• Compile-time polymorphism with templates and 
runtime polymorphism with virtual classes

• The object lifecycle including storage duration, call 
stacks, memory management, exceptions, and the 
RAII (resource acquisition is initialization) paradigm 

• Advanced expressions, statements, and functions

• Smart pointers, data structures, dates and times, 
numerics, and probability/statistics facilities

• Containers, iterators, strings, and algorithms

• Streams and files, concurrency, networking, and 
application development

With well over 500 code samples and nearly 
100 exercises, C++ Crash Course is sure to help 
you build a strong C++ foundation.

A B O U T  T H E  A U T H O R

Josh Lospinoso served for 15 years in the US Army and 
built the C++ course used by the US Cyber Command 
to teach its junior developers. He has published over 
20 peer-reviewed articles and co-founded a successfully 
acquired security company. A Rhodes Scholar, Lospinoso 
holds a PhD in Statistics from the University of Oxford.

www.nostarch.com

TH E  F I N EST  I N  G E E K  E NTE RTA I N M E NT ™

SHELVE IN: PROGRAM
M

ING
LANGUAGES/C++

$59.95 ($78.95 CDN)

Covers C++17

C
+

+
 C

R
A

S
H

 C
O

U
R

S
E

C
+

+
 C

R
A

S
H

 C
O

U
R

S
E

L
O

S
P

IN
O

S
O


	Cover
	Title
	Copyright
	Brief Contents



